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1 Basic Info

1. Title of the tutorial:

Prevalence Estimation in Information Retrieval, Machine Learning, and Data Mining

2. Presenter:

Fabrizio Sebastiani
Qatar Computing Research Institute
Qatar Foundation
Doha, Qatar
Email: fsebastiani@qf.org.qa
Phone: +974 4454 0626
Fax: +974 4454 0630

3. Intended level:

Introductory

4. Prerequisite knowledge or skills required:

Basic mathematics

5. Materials to be supplied to attendees

Copies of the slides + annotated bibliography

6. Bio of the presenter:

Fabrizio Sebastiani has been a Principal Scientist at QCRI-QF since
July 2014; from March 2006 to June 2014 he has been a Senior
Researcher at Istituto di Scienza e Tecnologie dell’Informazione, Con-
siglio Nazionale delle Ricerche, Italy, from which he is currently on
leave; before February 2006 he was an Associate Professor at the
Department of Pure and Applied Mathematics of the University
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of Padova, Italy. His main current research interests are at the in-
tersection of information retrieval, machine learning, and human
language technologies, with particular emphasis on text classification,
information extraction, opinion mining, and their applications. He is
an Associate Editor for ACM Transactions on Information Systems
(ACM Press) and AI Communications (IOS Press), and a member of
the Editorial Boards of Information Retrieval (Kluwer) and Founda-
tions and Trends in Information Retrieval (Now Publishers); of the
latter he is also a past co-Editor-in-Chief. He is also a past member of
the Editorial Boards of the Journal of the American Society for Infor-
mation Science and Technology (Wiley), Information Processing and
Management (Elsevier), and ACM Computing Reviews (ACM Press).
He is the Editor for Europe, Middle East, and Africa, of Springer’s
“Information Retrieval” book series. He has been the General Chair
of ECIR 2003 and SPIRE 2011, and a Program co-Chair of SIGIR
2008 and ECDL 2010; he is the appointed General co-Chair of SIGIR
2016. From 2003 to 2007 he has been the Vice-Chair of ACM SIGIR.
He has given several tutorials at international conferences (among
which ECDL 1997, ECDL 1998, ER 1998, WWW 1999, ECDL 2000,
COLING 2000, IJCAI 2001, ECDL 2001, ECIR 2014, EMNLP 2014)
and summer schools (among which ESSLLI 2003 and ESSIR 2005)
on themes at the intersection of machine learning and information
retrieval.

2 The tutorial

2.1 Rationale

In recent years it has been pointed out that, in a number of applications involving
classification, the final goal is not determining which class (or classes) individual
unlabelled data items belong to, but determining the prevalence (or “relative
frequency”) of each class in the unlabelled data. The latter task is known as
quantification (or prevalence estimation, or class prior estimation).

Assume a market research agency runs a poll in which they ask the question
“What do you think of the recent ad campaign for product X?” Once the poll
is complete, they may want to classify the resulting textual answers according
to whether they belong or not to the class LovedTheCampaign. The agency
is likely not interested in whether a specific individual belongs to the class
LovedTheCampaign, but in knowing how many respondents belong to it, i.e., in
knowing the prevalence of the class. In other words, the agency is interested not
in classification, but in prevalence estimation. Prevalence Estimation is thus akin
to classification evaluated at the aggregate (rather than at the individual) level.

The research community has recently shown a growing interest in tackling
prevalence estimation as a task in its own right. One of the reasons is that, since
the goal of prevalence estimation is different than that of classification, prevalence
estimation requires evaluation measures different than those used for classification.
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A second, related reason is that, as it has been shown, using a method optimized
for classification accuracy is suboptimal when quantification accuracy is the real
goal. A third reason is the growing awareness that prevalence estimation is going
to be more and more important; with the advent of big data, more and more
application contexts are going to spring up in which we will simply be happy
with analyzing data at the aggregate (rather than at the individual) level.

The goal of this tutorial is to introduce the audience to the problem of
prevalence estimation, to the techniques that have been proposed for solving it,
to the metrics used to evaluate them, to its applications in fields as diverse as
information retrieval, machine learning, and data mining, and to the problems
that are still open in the area.

2.2 Structure of the tutorial

The duration of the tutorial is here assumed to be 3 hours. However, the tutorial
can be shortened should the required duration be smaller.

1. The task [20 minutes]

(a) Distribution drift, classification, and prevalence estimation (This part
is devoted to introducing the notion of prevalence estimation, to relate
it to the notion of distribution drift, and to show why doing prevalence
estimation via standard classification algorithms is suboptimal.)

(b) Related tasks: collective classification, density estimation, prevalence
estimation from screening tests (This section is devoted to spelling out
the differences among prevalence estimation and some related tasks that
have been tackled before in the literature.)

2. Applications of prevalence estimation in information retrieval, ma-
chine learning, and data mining [20 minutes]
(This section is devoted to motivating why prevalence estimation is important,
by hinting at a few applications in which quantification accuracy – rather
than classification accuracy – is critical.)

(a) Sentiment quantification [5]
(b) Prevalence Estimation of medical reports for epidemiological studies [1]
(c) Survey coding for market research [4]
(d) Issue prioritization / resource allocation [9, 10]
(e) Other applications of prevalence estimation [11, 12, 14, 16, 17]

3. Evaluation measures for prevalence estimation [30 minutes]
(This section is devoted to discussing why prevalence estimation needs evalua-
tion measures different from the ones used for classification, and to presenting
alternative evaluation measures that have been proposed for prevalence esti-
mation.)

(a) Absolute Error (AE) and Relative Absolute Error (RAE)
(b) Kullback-Leibler Divergence (KLD) [7, 9]
(c) Other f-divergences
(d) Earth Mover’s Distance (EMD) [5]
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4. Methods for prevalence estimation [60 minutes]
(This section is devoted to discussing methods that have been proposed in
the literature for tackling prevalence estimation. All of these methods rely on
supervised learning, and depart from standard classification methods in one
or more ways.)

(a) The baseline: Classify and Count (CC)
(b) Adjusted Classify and Count (ACC) [7]
(c) Probabilistic CC (PCC) and Probabilistic ACC (PACC) [2, 15]
(d) Specialized learning algorithms for prevalence estimation

i. SVM(KLD) [6]
ii. Quantification trees [13]

5. Advanced topics [50 minutes]
(This section is devoted to covering advanced topics, and can be covered more
cursorily in case time is running out.)

(a) Single-label multi-class quantification (While in the previous sections we
have covered prevalence estimation for binary problems, we here discuss
prevalence estimation for single-label multi-class problems, i.e., when each
document belongs to exactly one of m > 2 classes.)

(b) Ordinal quantification (Here we instead cover prevalence estimation for
ordinal problems, i.e., when each document belongs to exactly one of
m > 2 classes on which a total order is defined.) [5]

(c) Quantification for regression (Here we cover prevalence estimation for
regression problems, i.e., when a numerical score (instead of a class) is
associated to each document.) [3]

(d) Cost-sensitive quantification (Here we tackle the problem of adding cost
into the model ...) [8, 9]

(e) Quantification in networked environments (... while here we examine the
case in which the items to classify are linked to each other.) [15]

References

1. Stefano Baccianella, Andrea Esuli, and Fabrizio Sebastiani. Variable-constraint
classification and quantification of radiology reports under the ACR Index. Expert
Systems and Applications, 40(9):3441–3449, 2013.
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