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ABSTRACT

CCS Concepts

The electrical and electronic systems (E/E Systems) in the
automotive world have been getting increasingly complex
over the past decades. New functionality, which is mainly realized through embedded E/E Systems, as well as the growing connectivity (Car2X-Communication), will keep this trend
alive in the upcoming years. Additionally, new standards
and regulations have been released during the last few years
(e.g. ISO 26262), which improve system properties such as
dependability, but also lead to an even higher system complexity. Therefore, well-defined development processes are
crucial to manage this complexity and achieve high quality
products. To accomplish an appropriated guidance through
these processes, a tool chain has to be established, which
supports each phase of the E/E System development. However, it is not enough to provide a stand-alone solution for
the assistance at each phase. A smooth transition of the
development artefacts between the different levels as well as
their bilateral traceability is crucial. Common approaches
utilize tools such as Enterprise Architect or Artisan Studio to model the E/E System design in SysML or a kind
of UML2 profile. Usually, several abstraction layers are
designed with these tools, starting from the system architectural design down to the software architectural design.
Although, in the majority of cases the design should represent a mechatronics-based system, the hardware and the
mechanics view are not considered. The aim of this work is
to remedy the deficiencies regarding the missing representation of hardware and mechanics artefacts within E/E System
design. Therefore, a model-based domain-specific language
was developed that describes the system in a more comprehensive way. It makes it easier for domain experts, who are
not that familiar with UML or SysML, to create an architectural design. The methodology presented does not ignore
existing SysML models, but rather supports them by means
of a translator, which converts the DSL model into a SysML
representation. As well as the domain-specific language definition itself, a feasible tool support is presented. To showcase that the language definition can be implemented easily
in different ways, a custom-made tool written in C# as well
as a tool generated from a UML definition is shown.

•Computer systems organization → Embedded systems; •Software and its engineering → Software design
engineering;

Copyright is held by the authors.
This work is based on an earlier work: RACS’15 Proceedings of the 2015 ACM Research in Adaptive and Convergent Systems, Copyright 2015 ACM 978-1-4503-3738-0.
http://dx.doi.org/10.1145/2811411.2811533
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1.

INTRODUCTION

The number of functionalities realized through E/E Systems
in modern cars, and therefore the overall complexity, will
keep increasing over the next few years. The connection of
cars with their environment and new propulsion technologies will foster this trend. There is enormous potential for
product differentiation between competing companies and
for optimizing existing E/E System functionalities.
High quality standards along the whole product life cycle
are crucial for coping with the upcoming challenges. To
achieve this, methods and techniques from concepts such as
Automotive SPICE [2] are strongly recommended. Some of
the key aspects of these concepts are bilateral traceability,
as well as consistency between the different design abstraction levels, starting from a system design down to a detailed
software component design.
In the automotive sector, embedded system design models
are usually created with techniques based on the Unified
Modelling Language (UML). Either the meta-model is extended, or a profile is created to make it possible to use
the UML-based approach for the embedded automotive system design. A wide-spread example of an UML2 profile is
SysML, which reuses many of the original diagram types
(State Machine Diagram, Use Case Diagram, etc.), uses
modified diagram types (Activity Diagram, Block Definition
Diagram, etc.), and adds new ones (Requirement Diagram,
Parametric Diagram) [6].
Even if the UML-based methodologies are valuable for projects with an emphasis on software, they are sometimes too
powerful for embedded automotive system design due to the
numerous representation options. In particular for domain
experts who have no or limited knowledge about software development, the high number of elements available for modelling, turns system architectural design into an awkward
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task. However, it is not the intention of this work to criticize the SysML approaches created so far. They are a good
choice for a multitude of tasks.
Instead, this paper showcases an extension to these SysML
approaches, to make the architectural design of embedded
mechatronics systems easier for UML non-natives. Therefore, a model-based domain-specific language and domainspecific modeling have been developed to meet the specific
needs of embedded automotive mechatronics systems. Therefore, a model-based domain-specific language, respectively
a domain-specific modelling (DSM), has been developed to
meet the specific needs of embedded automotive mechatronics systems. Additionally, this contribution demonstrates
that a tool support of the defined language can be established in different ways. In Section 3 and Section 4 two variants for a EMS-DSM tool support are described. The first
one is a self developed application which has been written
in C#. To speed up the application development process,
an open source diagram editor project has been used as a
basis for the self-written parts of the implementation. The
second presented tool utilizes the Modeling SDK for Visual
Studio - Domain-Specific Languages [14], which contains development kits for domain-specific languages and architecture tools. With the aid of this SDK, the DSL definition
is implemented by modelling the language specification in
UML notation. In both cases, the traceability mentioned
earlier is assured by linking development artefacts such as
requirements (e.g. technical system requirements, software
requirements, etc.), and verification criteria to the automotive E/E System architectural design model.
In the course of this document, Section 2 presents an overview
of the related approaches, as well as of domain-specific modelling and integrated tool chains. In Section 3, a description
of the proposed DSM approach for the model-based system
engineering is provided. An application of the described
methodology is presented in Section 4. Section 5 concludes
the work with an overview of the work presented.

2.

RELATED WORK

In recent years, a lot of effort has been made to improve
the automotive model-based E/E System design methods
and techniques. Traceability and consistency between the
development artefacts has always been an important topic.
However, due to an increase in electronic and electric-based
functionality, these properties have become vital.
According to international standard ISO 26262, which was
released in 2011, traceability between the relevant artefacts
is mandatory for safety-critical functionalities [9]. A description of the common deliverables along an automotive
E/E System development, and a corresponding process reference model is presented by the de-facto standard Automotive SPICE [2]. Neither the functional safety standard
nor the process reference model enforces a specific methodology of how the development artefacts have to be linked to
each other. However, connecting the various work products
manually is a tedious and error-prone task.
In [11] the authors describe a seamless model-based tool
chain orchestration for the automotive system and software
engineering domain. As in other contributions in this field

APPLIED COMPUTING REVIEW MAR. 2016, VOL. 16, NO. 1

([3], [1], [7], [10], [13]), SysML is utilized for the system
architectural design.
To agree with Broy et al. [4], the drawbacks of the UMLbased design are still the low degree of formalization, and
the lack of technical agreement regarding the proprietary
model formats and interfaces. The numerous possibilities
for customizing the UML diagrams to get a language for
embedded system design, drive these drawbacks. On the
one hand, the meta model can be extended, and on the
other hand, a profile can be defined [13]. Even if there is an
agreement to utilize a common UML profile such as SysML,
plenty of design artefact variations are feasible.
Another long term research project in the field of system
design is the Ptolemy Project [16]. Together with the related open source and simulation tool Ptolemy II, the project
provides an environment for the modelling of heterogeneous
cyber-physical systems. With the four integrated syntax
classes block diagrams, bubble-and-arc diagrams, imperative
programs, and arithmetic expressions, various design domains
can be addressed. It is general purpose, something which is
both its major strength and its weakness, as is the case with
UML approaches. Moreover, the bidirectional traceability
to requirements and other development artefacts is missing.
The scenario described in this section so far, does not provide an optimal base for engineers who have to design the
embedded automotive system from a mechatronics point of
view. Ideally, the tool should be intuitive and easy to operate, even without specific UML knowledge. These findings
led the authors to the idea to create a more tailored modelbased language for the stated domain.
Mernik et al. [12] describe a domain-specific language as
a language that is tailored to the specific application domain. Enhanced by this tailoring, there should be substantial gains in expressiveness and ease of use, compared to
general-purpose languages. Even if SysML-based modelling
techniques do increase expressiveness, there is no improvement in ease of use for embedded automotive mechatronics
system design.
Preschern et al. [15] claim that DSLs help to decrease system
development costs by providing developers with an effective
way to construct systems for a specific domain. The benefit
in terms of a more effective development has to be higher
than the investment for creating or establishing a DSL at a
company or department. In addition, the authors argue that
the DSL development cost mentioned will decrease significantly over the next few years due to new tools supporting
language creation such as Eclipse-based Sirius 1 .
Vujović et al. [21] present a model-driven engineering approach to creating a domain-specific modelling (DSM). Sirius is the framework for developing a new DSM and the
DSM graphical modelling workbench. The big advantage of
this tool is that the workbench for the DSM is developed
graphically. Therefore, knowledge about software development with Java, the graphical editor framework (GEF) or
the graphical modelling framework (GMF) is not needed.
According to Hudak [8], programs written in a DSL are more
concise, can be written more quickly, are easier to maintain
1

https://eclipse.org/sirius/
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and reason about. In the author’s opinion, this list of advantages is also valid for domain-specific modelling. Furthermore, Hudak determines the basic steps for developing
a domain-specific language as (a) Definition of the domain,
(b) Design of the DSL capturing the domain semantics, (c)
Provide support through software tools, and (d) Create usecases for the new DSL infrastructure. The approach described in this paper is highlighted, according to these steps,
in Section 3 and 4.

3.

mine 2 is used. Owing to its high flexibility through configuration, new trackers, which also reflect the engineering
process, are added:
• Functional System Requirement
• Technical System Requirement
• Hardware Requirement
• Software Requirement

APPROACH

The main goal of this contribution is to provide a lean approach for engineers to facilitate embedded automotive mechatronics system modelling on a high abstraction level. The
focus of the described approach is on the model-based structural description of the E/E System under development.
Additionally, the signals and interfaces are essential parts
of the modelling. The described methods and techniques in
Section 2 form a well-defined basis for this work.
The existing SysML-based design method is extended by the
newly developed Embedded Mechatronics System DomainSpecific Modelling (EMS-DSM) for the automotive embedded system design. It is not intended to replace the SysMLbased solution created so far. Instead, the EMS-DSM is
integrated into the existing approach, and the whole toolchain, starting with the SysML-based system architectural
design tool, down to the software / hardware architectural
design, can be utilized if desired. An overview of the tool
integration is shown in Figure 1.

• System Test Case
• Hardware Test Case
• Software Test Case
The test case and requirement items are connected to each
other by their unique identifier. The relationship between
them is shown in Figure 2. For a safety-critical development
according to ISO 26262, additional types of issues such as
Functional Safety Requirements are added.

Figure 2: Requirements Hierarchy and Test Case
Relationships

3.1

Definition of the Domain

This work focusses on the Embedded Mechatronics E/E System Design in the automotive field. This can be seen as the
meta-domain of the model-based language. The EMS-DSM
itself is tailored to the needs of the domain at the particular project or company. E.g. the domain of the presented
application in Section 4 is Embedded Mechatronics E/E System Design for Compressed Natural Gas (CNG) Fuel Tank
Systems.

3.2

Design of the EMS-DSM

The definition of the newly developed model-based domainspecific language is divided into four levels as shown in Figure 3. These levels were only introduced to categorize the
deviations. They do not depict any order of the component
instances in the design model.

EMS-DSM Level 1
The EMS-DSM Component at level 1 is the origin of all
other classes in the language definition. The five properties
of this class are
Figure 1: Tool-Chain Integration of DSM and Existing SysML Model Approach (based on [11])
For topics such as project management and requirements
management, the web-based open source application Red-
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• ID: unique identifier of the particular instance in the
design model, set automatically
2

http://www.redmine.org/
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Figure 3: EMS-DSM Definition (UML)
• Name: name or short description of the particular instance, chosen by the design engineer
• Requirement: in this approach, a link to the Redmine
requirements database, set by the designer
• Verification Criteria: similar to the Requirement, a
link to the Redmine verification criteria artefact, set
by the designer
• Specification: link to further information about the
actual component, e.g. a CAD drawing or a data sheet
The abstract EMS-DSM Component serves as the base node
of the EMS-DSM definition, and declares the common properties of the derived classes at the lower levels, meaning that
this component is not instanced.

EMS-DSM Level 2
At the second level, the following component classes are
available:
• Mechanical Components: used by all mechanical, domainspecific components, e.g. the Mechanical Pressure Regulator class at the use case presented in Section 4
• Compartment Components: gives the opportunity to
specify areas or compartments, where mechanical and
hardware components are installed
• E/E Item Components: an abstract component class
definition, which serves as a basis for the hardware and
software components at the lower levels. Additionally,
the property ASIL, corresponding to the ISO 26262, is
declared
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EMS-DSM Level 3
At this level, the abstract classes Hardware Component and
Software Component are defined as a basis for the derived
classes at level 4. The property Timing is added at the
software component class, which defines the scheduling of
the software components at the subsequent level.

EMS-DSM Level 4
The majority of the non-abstract component classes are defined at this level. Classes derived from the hardware component are:
• Sensor Component: used for all domain-specific sensor
components
• Control Unit Component: used for all domain-specific
control unit components
• Actuator Component: used for all domain-specific actuator components
• External Control Unit Component: special class, to
make signals from an external component available at
the considered system without modelling the complete
control unit in the actual design
With the exception of the External Control Unit Component, all hardware components, and their instances in the
system design model, are capable of creating a software design model. Any kind of software component instance is only
allowed to be implemented at a software design model which
belongs to an instance of a hardware component. Regarding
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smart sensors / actuators, not only the Control Unit Component, but also the Sensor and Actuator Components were
enabled for this procedure.

3.4.1

Custom-made Tool

To avoid having to develop an application from scratch, the
open source project WPF Diagram Designer [5] has been
chosen as the basis of the start of tool development. The
To conclude the EMS-DSM level description, the classes decorresponding documentation has more than 500.000 views
rived from the software component are:
and the source code has been downloaded more than 25.000
times. It is therefore a relatively well reviewed source, which
• Basis Software Component: used for all low-level, hardware- provides standard functionality such as file handling and badependent software components
sic graphical modelling. The source code is written in C#
and provides good expandability. To facilitate EMS-DSM
• Application Software Component: used for all funcengineering, new functionalities have been implemented in
tional software components
the diagram designer. To express the initially strong relation to the automotive industry, the newly developed tool
was named EASy-Design (Embedded Automotive System3.3 EMS-DSM Features
Design).
In this paper, an overview of the novel domain-specific modelling definition is presented. The features, as well as the
The advantages of the custom-made tool implementation
benefits compared to other approaches in this field, are defor the domain-specific modelling language are (a) (a) that
scribed in detail in further publications. Nevertheless, a
it provides a stand-alone application without any need for
short overview of the main features shall be given:
purchasing an IDE (Integrated Development Environment)
which serves as a runtime environment, (b)that it is easier
to use due to a reduction of the number of user interface
• Integrated Requirements Management Capability - Core
elements compared to off-the-shelf software approaches, and
Functionality Requirements and Ancillary Functional(c) that it provides full access to all parts of the source code
ity Requirements are specified and stored in a MySQL
(e.g. implementation of an architectural design multi-level
database. By utilizing the ADO.net driver for MySQL,
view is much easier compared to other approaches). The
one or more requirements can be linked to each comdisadvantages are (a) the huge tool development efforts, and
ponent in the architectural design [19].
(b) the missing (external) tool maintenance.
• Incorporation of System and Software Development Environments - The system and the software architectural design can be created in the environment pro3.4.2 Modeling SDK-based Tool
vided. Supported by both an export and an import
Model-based development tools, which are integrated into
functionality, software architectural design in the EMSVisual Studio, can be created aided by the Modeling SDK
DSM model can be transferred to a Simulink framefor Visual Studio. The software development kit (SDK) is
work model, and can also be created from a Simulink
provided by the Microsoft Developer Network [14], and is
model [18].
available for different versions of Visual Studio, whereby the
• Model-to-Model Transformation at the System Design
Level - As mentioned in the previous section, the EMSDSM is not a replacement for the established SysML
approach. Instead, it can be seen as an extension and
the models can be bidirectionally transformed into the
different representations [20].
• Open Modelling Toolbox Access - Utilizing a library
editor, the modelling toolbox can be easily adapted to
the needs of the respective company or project [17].

3.4

EMS-DSM Tool Support

At the time when the research project was initiated, the
aims were the highest possible flexibility and full access to
the tool’s source code. Therefore, the decision was taken to
write a custom-made tool which implements the modelling
language definition. Nevertheless, in different publications
the authors mentioned that the EMS-DSM language definition can also be implemented using other technologies.
To deliver a proof of concept of this statement, the modelling language definition has been integrated into the Visual
Studio environment, aided by Microsoft’s Modeling SDK. In
the following subsections, as well as in Section 4, the initial
custom-made tool support as well as the approach based on
Visual Studio is described.
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domain-specific modelling presented here is based on Version
2013, which was published in November 2013.
The language definition illustrated in Figure 3 has been
implemented in the DSL Definition environment at Visual
Studio. All defined components (EMS-DSM Component,
Mechanical Component, etc.) are represented by DomainClass elements. The component properties have been added
as Domain Properties and are inherited downwards starting from the abstract top-level class EMS-DSM Component.
The modelling of Level 1 and Level 2 (see Subsection 3.2)
of the defined language is shown in Figure 4. It has to
be stated that the illustrated DSL definition belongs to the
EMS-DSM language as presented in Figure 3. For a more
specific domain such as Embedded Mechatronics E/E System
Design for Compressed Natural Gas (CNG) Fuel Tank Systems, which is presented as a use case in Section 3, additional
classes are inherited (e.g. Tank Cylinder class from Mechanical Components class) and provided at the designer’s
toolbox.
Like the custom-made variant, the Visual Studio based tool
can be used to model embedded mechatronic system architectures and the medium (e.g. gas) as well as the signal flow
between the modelled elements. The full traceability between development artefacts such as Technical System Requirements and the Architectural System Design can also be

9

Figure 4: Excerpt of the EMS-DSM Definition Transferred to the Visual Studio Environment
established by utilizing the component properties. For an
easy distinction between the custom-made tool and the Visual Studio based tool, the latter was named EASy-Design
VS.
The advantages of implementing the EMS-DSM language
definition in the Visual Studio environment are (a) fast implementation aided by a specialized domain-specific language
SDK, (b) built-in code generator, which can be simply tailored for customer needs, and (c) instant validation of the
DSL definition. The disadvantages are (a) the need to purchase the development software (e.g. Visual Studio), which
serves as a runtime environment for each user who is to
design the embedded system or parts of it, and (b) limited
tailoring of the domain-specific modelling environment (with
regard to the DSL Definition modelling).

3.4.3

Other Technologies

The tool support possibilities described in the previous subsections are exemplary and not restrictive. The methodology and its C# implementation can also be ported to e.g.
Enterprise Architect3 aided by the provided Add-in mechanism. Another alternative is the Eclipse4 project Sirius
mentioned in Section 1, which enables the creation of a
graphical modelling workbench, by facilitating the Eclipse
modelling technologies without writing any line of code. Similar to the Visual Studio-based approach, the domain-specific
modelling environment is created by means of graphical modelling. An advantage of Sirius is the free Eclipse IDE, which
serves as the domain-specific modelling tool development
platform, as well as the runtime environment for the DSM
tool itself.

4.

APPLICATION

In Section 3, the first three steps towards developing a DSL /
DSM, as defined by Hudak, are shown. Below, the last step
Create use cases for the new DSL infrastructure is described.
In the following part of this section, the use case scenario
is modelled by means of two different tools. These are the
custom-made variant EASy-Design and its Microsoft Visual
Studio based counterpart EASy-Design VS, both mentioned
in Section 3.

4.1

General Use Case Description

For an appropriate scale of the use case, only a small part
of the real-world system is utilized. The application is to be
recognized as an illustrative material, reduced for internal
training purposes for students. Therefore, the disclosed and
commercially non-sensitive use case is not intended to be
exhaustive or to represent leading-edge technology.
As previously mentioned, both tools - EASy-Design and
EASy-Design VS - have been utilized for an application of
the use case. It shall be shown that, apart from the particular pros and cons of each of the approaches, the architectural
system design can be created with both. The design of a fuel
tank system for compressed natural gas (CNG) was selected
as an appropriated automotive use case. In the remaining
part of this subsection the tool-independent system properties are described.
The CNG fuel tank system consists of seven mechanical components:
• Tank Cylinder
• Filter

3

http://www.sparxsystems.com/
4
http://eclipse.org/
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• Mechanical Pressure Regulator
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• Gaseous Injector Rail
• 3 x Tubing
At both system designers, the mechanical components are
coloured blue. The medium flow between the components,
which is CNG in this use case, is displayed using blue lines
with an arrow on one end (on the sink side).
Furthermore, five hardware components shall be placed on
the System Design Model level:
• In-Tank Temperature (Sensor Component)
• CNG High Pressure (Sensor Component)
• On-Tank Valve (Actuator Component)
• Tank ECU (Control Unit Component)
• Engine ECU (External Control Unit Component)
The signal flow between the components is shown using yellow lines, ending with an arrow on the signal sink. A communication bus is inserted between the Control Unit and the
External Control Unit component.
In Figure 3, dependencies are defined between Mechanical
Components and Sensor Components, and Hardware Components. These relationships enable the direct connection
between e.g. the On-Tank Valve Actuator (as a hardware
component) and the Tank Cylinder (as a mechanical component).

4.2

EASy-Design

In Figure 5, the EMS-DSM supporting tool EASy-Design is
illustrated. The system architectural design of the CNG fuel
tank use case with the mechanical and hardware elements
listed in Subsection 4.1 is embedded in the System Design
Model area.
The five hardware components are coloured yellow. A communication bus is inserted between the Control Unit and
the External Control Unit component, and is shown by the
double compound line type and arrows on both ends.
The Software Components cannot be placed on the System
Design Level. With a double-click on a Hardware Component, the next modelling level is opened (named E/E Item
Design Level ). Here, the green coloured Basis Software
Components and Application Software Components are put
in place.
By double-clicking a connection between any two components, a dialogue is opened and the signal, or signals in
the case of a communication bus, can be specified. The
properties, such as the name or the link to the corresponding requirements, are easily set by selecting the particular
component with a single click and entering the data in the
Element Properties toolbox.

4.3

EASy-Design VS

In Figure 6, the EMS-DSM tool EASy-Design VS is illustrated. The system architectural design of the CNG fuel
tank use case with the mechanical and hardware elements
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listed in Subsection 4.1 is embedded in the System Design
Model area.
The colour selection for the model components is similar
to the one described in the previous subsection. Only the
colour gradation of the components of the class Hardware
Component varies from yellow for the sensor components,
to dark yellow for the control unit components, to orange
for the actuator components. Another difference is the presentation of the signal bus between the control unit and the
external control unit. At EASy-Design VS a signal bus is
visualised by a dash-dot-dot line instead of the double compound line.
All the components (e.g. Mech - Tank Cylinder ), their
relationship and the respective signal or medium connections (e.g. Medium Link ), as available at the toolbox window left of the system design area in Figure 6, have been
implemented just by modelling the graphically represented
DSL Definition in Visual Studio. Theoretically, the software components could be modelled on the same diagram,
e.g. as nested items within the particular hardware component, but with a growing number of system architectural
design elements, the model would quickly get confusing.
Hence, the source code of the multi-level handling from the
fully custom-made tool EASy-Design has been transferred to
EASy-Design VS. Thus a new diagram level can be opened
by double-clicking one of the hardware components at the
system architectural model, where items of class Basis Software and Application Software can be utilized to create a
software architectural design.
Similar to the multiple diagram level feature, the C# code
for the signal specification procedure has also been transferred to this approach. Thus by double-clicking a connection between two components a dialogue is opened and the
signal can be specified.
The properties of each element at the system or software
architectural design can be entered by selecting the desired
item in the diagram and filling the lines at the property
window, shown on the lower left section in Figure 6.

5.

CONCLUSIONS

In the previous sections, the current embedded automotive
system development challenges have been described. To
overcome the problem of often incomplete or incoherent development artefacts, which represents one of the main challenges in this research field, an approach has been shown
for a seamless development from engineering and managing
the various types of requirements, to creating the system
and software architectural design, to generating model-based
software frameworks for further implementations.
The key concepts of the presented methodology foster the
linking of each development artefact with its predecessor
and successor wherever applicable, and provide an architectural design strategy by providing a domain-specific modelling language definition that can be implemented into various development environments. In Sections 3 and 4, two of
these possibilities have been shown.
Generally speaking, the overall effort in terms of money and
manpower needed to create an appropriate domain-specific
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Figure 5: System Model Designed in EASy-Design

Figure 6: System Model Designed in EASy-Design VS
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development environment for the system architectural design, which also provides full traceability to other development artefacts, is more or less the same for both presented
approaches, independent of the decision whether to create
a full self-developed tool or to build on a available technology like Modeling SDK for Visual Studio - Domain-Specific
Languages. None of the approaches based on the considered technologies - this also includes the previously mentioned Eclipse project Sirius - work without customization
by means of writing code. For instance, the multi-level design feature as it is provided by EASy-Design and described
in Subsection 4.2, cannot be established in a feasible way by
merely modelling the domain-specific tool. Which approach
is best strongly depends on the structure of the E/E System development team or company and cannot be generally
stated.
Although the EMS-DSM definition and its implementation
EASy-Design, is currently in a first trial phase for industrial
project applicability, there is already evidence of the benefits
of the approach. Moreover, important topics for future work,
such as the automatic validation of the system and software
architectural designs, and the transformation of a system of
systems model in one step, have been identified.
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ABSTRACT
The goal of our research is to estimate the quantiles of a distribution from a large set of samples that arrive sequentially.
Since the data set is large, the model we choose is that the
data cannot be stored, but rather that estimates of the quantiles are computed in a real-time setting. In such settings,
classical estimators that require storing the whole history of
the data (or stream) cannot be deployed. In this paper, we
present an incremental quantile estimator of a distribution,
i.e., one that utilizes the previously-computed estimates and
only resorts to the last sample for updating these estimates.
The state-of-the-art work on obtaining incremental quantile
estimators is due to Tierney [12], and is based on the theory of stochastic approximation. However, a primary shortcoming of the latter work is the requirement to incrementally
build local approximations of the distribution function in the
neighborhood of the quantiles. This requirement, unfortunately, increases the complexity of the algorithm.
In addition to treating the case of a constant update parameter, we extend our work to include the case of a decreasing update parameter. Such modification is suitable for the
case of a stationary environment where the true quantile is
invariant over time. Experimental results demonstrate that
our estimator outperforms the state-of-the-art estimators. In
addition, it also copes with dynamic environments.

CCS Concepts
•Theory of computation → Probabilistic computation; Online
learning algorithms;

Keywords
Quantiles estimation; Time Varying Distributions; Data
Stream; Multiplicative Update; Dynamical System

1.

INTRODUCTION

An incremental estimator, by definition, resorts to the last observation(s) in order to update its estimate. This is especially
true of quantile estimators because they work with the samples as they come from a stochastic distribution. Surprisingly
Copyright is held by the authors.
This work is based on an earlier work: RACS’15 Proceedings of the 2015 ACM Research in Adaptive and Convergent Systems, Copyright 2015 ACM 978-1-4503-3738-0.
http://dx.doi.org/10.1145/2811411.2811470.
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enough, the research on developing incremental quantile estimators is sparse. Probably, one of the outstanding early and
unique examples of incremental quantile estimators is due to
Tierney, proposed in 1983 [12], and which resorted to the theory of stochastic approximation. Applications of Tierney’s
algorithm to network monitoring can be found in [3].
In order to appreciate the qualities of our estimator, we will
present the estimator scheme proposed by Tierney [12]. Let
x(n) denote a realization of a stochastic variable X at time
‘n’. We assume that X is distributed according to the distribution fX (x). The intention of the exercise is to estimate
the q-th quantile, the number Qq , such that FX (Qq ) = q.
Tierney [12] achieved this by maintaining a running estimate
cq (n) at time ’n’.
Q
cq (n + 1)
Q

=

where dn = min(

cq (n) +
Q

dn
cq (n))) (1)
(q − I(x(n) ≤ Q
n+1

1
, d0 na ).
\
fn
(Qq )

Here 0 < a < 1/2, do > 0,

and f\
n (Qq ) is an estimator of f (Qq ) defined in [12]. The reason for invoking the min operation in the above expression
of dn is the fact that the estimated density must be bounded
to prevent the correction factor from "exploding". In other
words, fn is the current estimate of the density of X at the qth quantile. This is usually done based on maintaining a histogram structure. However, requiring the incremental constructions of local approximations of the distribution function in the neighborhood of the quantiles increases the complexity of the algorithm. Our goal is to present an algorithm
that does not involve any local approximations of the distribution function. Recently, a generalization of the Tierney’s
[12] algorithm was proposed by [4] where the authors proposed a batch update of the quantile, where the quantile is
updated every M ≥ 1 observations.
We shall first review some the related work on estimating
quantiles from data streams. However, as we will explain
later, these related works require some memory restrictions
which renders our work to be radically distinct from them.
In fact, our approach requires storing only one sample value
in order to update the estimate. The most representative
work for this type of "streaming" quantile estimator is due to
the seminal work of Munro and Paterson [9]. In [9], Munro
and Paterson described a p-pass algorithm for selection using
O(n1/(2p) ) space for any p ≥ 2. Cormode and Muthukrishnan [5] proposed a more space-efficient data structure, called
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the Count-Min sketch, which is inspired by Bloom filters,
where one estimates the quantiles of a stream as the quantiles
of a random sample of the input. The key idea is to maintain
a random sample of an appropriate size to estimate the quantile, where the premise is to select a subset of elements whose
quantile approximates the true quantile. From this perspective, the latter body of research requires a certain amount of
memory that increases as the required accuracy of the estimator increases [13]. Examples of these works are [1, 6, 9, 13].
In [4], the authors proposed a modification of the stochastic approximation algorithm [12] in order to allow an update
similar to the well-known Exponentially Weighted Moving
Averages form for updates. This modification is particularly
helpful in the case of non-stationary environments in order
to cope with non-stationary data. Thus, the quantile estimate
is a weighted combination of the new data that has arrived
and the previously-computed estimate. Indeed, a "weighted"
update scheme is applied to to incrementally build local approximations of the distribution function in the neighborhood of the quantiles.
In many network monitoring applications, quantiles are key
indicators for monitoring the performance of the system. For
instance, system administrators are interested in monitoring
the 95% response time of a web-server so that to hold it under
a certain threshold. Quantile tracking is also useful for detecting abnormal events and in intrusion detection systems
in general. However, the immense traffic volume of high
speed networks impose some computational challenges: little storage and the fact that the computation needs to be "one
pass" on the data. It is worth mentioning that the seminal paper of Robbins and Monro [11] which established the field of
research called "stochastic approximation" [8] have included
an incremental quantile estimator as a proof of concept of
the vast applications of the theory of stochastic approximation. An extension of the latter quantile estimator which first
appeared as example in [11] was further developed in [7] in
order to handle the case of "extreme quantiles". Moreover,
the estimator provided by Tierney [12] falls under the same
umbrella of the example given in [11], and thus can be seen
as an extension of it.
A notable work treating simultaneous estimation of the quantiles using elements from the theory of stochastic approximation is due to Cao et al. [2]. The authors resorted to interpolation by defining some type of distance between the interpolated quantiles so that to ensure no "crossing" between the
monotonic quantile estimates. Nevertheless, the interpolation uses "the density" estimate as in [12] and in [4], which is
an operation that increases the complexity.
Finally, it is worth mentioning that an important research direction that has received little attention in the literature revolves around updating the quantile estimates under the assumption that portions of the data are deleted. Such assumption is realistic in many real life settings where data needs
to be deleted due to the occurrence of errors, or because it is
merely out-of-date and thus should be replaced. The deletion
triggers a re-computation of the quantile [2], which is considered a complex operation. Note that the case of deleted data
is more challenging than the case of insertion of new data. In
fact, the insertion can be handled easily using either sequential or batch updates, while quantile update upon deletion
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requires more complex forms of updates.
In the experimental results we report, we consider the cases
when data are generated randomly from stationary and nonstationary distributions.

1.1

Contributions

We catalogue the contributions of the paper as follows:
• To the best of our knowledge, our estimator is the first
reported incremental multiplicative increase-decrease
quantile estimator in the literature as opposed to the
legacy additive increase-decrease algorithms [12] which
are based on the theory of stochastic approximations.
• We present a lightweight incremental quantile estimation scheme that uses the concept of randomization in
order to save memory. The algorithm is much simpler
than the state-of-the-art algorithm by Tierney [12] that
requires locally approximating the distribution function in the neighborhood of the quantile which results
in an increased complexity.
• The base version of the algorithm only estimates quantiles that are positive. In order to cope with the case of
negative quantiles, we extend the estimator using two
different approaches:
– We present a counter-part version that can be used
in order estimate negative quantiles. Combining
the two versions, we can build an estimator that is
able to estimate any quantile.
– The second approach exploits a different idea in
which we reckon with so-called phantom quantiles. The simple idea is based on the concept inspired by the simple observation that P rob(X ≤
a) = P rob(X + b ≤ a + b) for any real numbers a
and b.
• We provide some experimental results for the case of
decreasing update parameter λ, i.e, that decays over
time [8]. This extension is useful for the case of a stationary environment, while, on the other hand, a constant parameter is known to be adequate for the case of
a dynamic environment where the distribution of the
data changes over time.
• Experimental results demonstrate the performance of
the scheme and its superiority to the state of the art.

1.2

Paper Organization

In Section 1, we introduced the problem we are dealing with
in the paper and gave insights into the relevant work on
quantile estimation. Section 2 describes the base algorithms
for estimating either positive or negative quantiles. In Section 3, we build on the findings of the previous section and
provide two algorithms that are able to estimate any quantile. In Section 4, we present some experimental results that
illustrates the efficiency of our quantile estimator and its superiority compared to legacy algorithms.
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2.

THEORETICAL RESULTS

3.

We shall first present our algorithm for estimating positive
quantiles, based on the phenomenon of randomization.
Let x(n) be a concrete realization of X at time ’n’ drawn from
the distribution of X, namely fX (x). The intention of the
exercise is to estimate the q-th quantile, which is the number
Qq such that FX (Qq ) = q. We achieve this by maintaining
cq (n) at time ’n’. We omit the reference
a running estimate Q
c
cq is
to time ’n’ in Qq (n) whenever there is no confusion. Q
c
c
initialized to Qq (0) such that Qq (0) > 0.
cq (n) is updated as per the following simple rule:
Q
cq (n + 1)
Q

←

cq (n + 1)
Q

←

(2)
cq (n) − λQ
cq (n)
Q
cq (n) ≥ x(n) and rand() ≤ (1 − q)(3)
if Q

cq (n + 1)
Q

←

cq (n)
Q

cq (n) + λQ
cq (n)
Q
cq (n) < x(n) and rand() ≤ q
if Q

else

(4)

where rand() is a random number in [0, 1] and 0 < λ < 1.
Now we will present a theorem that catalogues the properties of the estimator for Qq > 0. A sufficient condition to
obtain Qq > 0 is that the random variable X only takes positive values. A generalization of the result will be provided
for any quantile value later in the paper. The proofs of the
theoretical results in this paper are based on the theory of
stochastic learning due to Norman [10] and can be found in
the unabridged version of this article [14].
T HEOREM 1. Let Qq be the true quantile to be estimated. We
cq (0) > 0.
suppose that Qq > 0. In addition, we suppose that Q
Applying the updating rules (2) − (4), we obtain:
cq (n) = Qq , where Qq = FX −1 (q).
limnλ→∞,λ→0 Q

2.1

Estimating Negative Quantiles

Now we will present a theorem that records the properties
of the estimator for Qq < 0. A sufficient condition to obtain
Qq < 0 is that the random variable X takes only negative
values. To do this, we merely "invert" the sign of the update
equation in the case of negative quantiles. Then, the value of
cq (n) is updated as per the following simple rule:
Q
cq (n + 1)
Q

←

cq (n) − λQ
cq (n)
Q
cq (n) < x(n) and rand() ≤ q
if Q

(5)
c
c
Qq (n) + λQq (n)
cq (n) ≥ x(n) and rand() ≤ (1 − q)(6)
if Q

cq (n + 1)
Q

←

cq (n + 1)
Q

cq (n)
← Q
else

(7)

where rand() is a random number generated in [0, 1].
T HEOREM 2. Let Qq be the true quantile to be estimated. We
cq (0) < 0.
suppose that Qq < 0. In addition, we suppose that Q
Applying the updating rules (5) − (7), we obtain:
cq (n) = Qq , where Qq = FX −1 (q).
limnλ→∞,λ→0 Q
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GETTING "AROUND ZERO"

The base version of the algorithm only estimates quantiles
that are positive. In order to cope with the case of negative
quantiles, we extend the estimator using two different approaches:
• The first approach presented in Section 3.1 exploits a
subtle idea in which we reckon with so-called phantom
quantiles. The simple idea is based on the concept inspired by the simple observation that P rob(X ≤ a) =
P rob(X + b ≤ a + b) for any real numbers a and b.
• The second approach, which introduced in Section 3.2,
relies on modifying the update equation originally devised for estimating a positive quantile in order to accommodate the case of negative quantiles by exploiting the symmetry of the update equation for the positive quantile. By combining these two versions (positive and negative quantile update), we can build an
estimator that is able to estimate any quantile.

3.1
3.1.1

Getting "around zero": Introducing Phantom Quantile
Introducing Phantom Quantiles with a Fixed
Shift

The above update of the quantile described by the updating
cq (0) is initialized to
rules (2) − (4) is such that whenever Q
c
a positive value, then Qq (n) will remain positive for all subsequent time instants n. In fact, the result of multiplying a
positive value at any time instant by another positive value,
either (1 − λ) or (1 + λ), yields a positive value. A key remark worth mentioning is the fact that 0 < λ < 1, which
yields that (1 − λ) < 1 and (1 + λ) > 1. Thus the rational
of our scheme is to either increase the estimate by multiplying with a number larger than, or to decrease the estimate
by multiplying with a number smaller than 1. Thus our algorithm possesses a multiplicative increase-decrease flavour,
which is radically different from Tierney algorithm that is an
additive increase-decrease algorithm.
Let a be a positive real number. We suppose that we are dealing with estimating the quantile of a function fX (n) defined
over [−a, ∞], where X is known to be in [−a, ∞]. Thus, f
admits positive and negative quantiles. The question that
we try to address in this section is how to allow to estimate
the negative quantiles of f . A key remark is that that:
cq (n) < X) = P rob(Q
cq (n) + a < X + a)
P rob(Q
Thus, by making a subtle modification, we can estimate any
quantile of the the distribution f , whether it is positive or
negative, by resorting to what we call phantom quantile estimate, which is merely a shifted quantile.
c0q (n+1) gets updated by considering
The phantom quantile Q
the phantom sample x(n) + a and using the afore-mentioned
equations, Eq. (2) − (4).
c0q (0) gets assigned to an initial
We suppose that at time 0, Q
c0q (0) > a. Then, we define the target quantile estivalue Q
cq (n + 1) = Q
c0q (n + 1) − a. It is easy to note that Q
cq
mate Q
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converge to the true quantile in the interval [−a, ∞]. Thus,
c0q as a phantom quantile estimator with a fixed shift.
we call Q
In the next section, we will generalize the latter result for estimating the quantile of any distribution.

3.1.2

Generalizing Phantom Quantile

Algorithm 1 describes the operations needed for updating
cq using the phantom quantile estithe quantile estimate Q
0
c
mate, Qq . This permits us to generalize the process of estimating the positive or negative quantile of any distribuc0q (0) is initialized to a positive value larger than Qmin ,
tion. Q
where Qmin > 0 is the lower bound.
Algorithm 1 Phantom Based Algorithm
∆←0
cq (n0) ← Qmin
Q
while Stream of Data do
Get sample x(n)
x0 (n) ← x(n) + ∆
c0q (n) < x0 (n) and q ≤ rand() then
if Q
c0q (n + 1) ← Q
cq (n) + λQ
c0q (n)
Q
end if
c0q (n) ≥ x0 (n) and rand() ≤ (1 − q) then
if Q
c0q (n + 1) ← Q
cq (n) + λQ
c0q (n)
Q
end if
c0q (n + 1) < qmin then
if Q
c0q (n) = Q
c0q (n) + ∆.
Q
c0q (n))
∆ = ∆ + (Qmin − Q
end if
cq (n + 1) = Q
c0q (n + 1) − ∆
Q
end while

The first idea is to use the update equation for the positive
quantile whenever the quantile is positive. As the quantile
approaches 0, we can introduce an artificial "jump" over zero
in order to make a transition to negative values, and then use
the update equations for negative quantiles given by (5) and
(6). In simple terms, let Qmin be a positive value. We use
the positive update form (rules in Eq. (2) and (3)) whenever
cq (n) > 0 and the negative update form whenever Q
cq (n) <
Q
0 (rules in Eq. (5) and (6)).
cq (n) > 0 and Q
cq (n+1) falls in the interval [−Qmin , Qmin ],
If Q
cq (n+1) to −Qmin .
we operate a "jump" over zero and assign Q
c
c
Similarly, whenever Qq (n) < 0 and Qq (n + 1) falls in the incq (n+
terval [−Qmin , Qmin ], we "jump" over zero and assign Q
1) to Qmin .

4.

EXPERIMENTS

In this section, we compare our approach, that we refer to as
Stochastic Learning (SL) estimator, with two of the state-ofthe-art incremental quantile estimators, namely, to the Stochastic Approximation (SA)-based quantile estimator due to Tierney [12], and to the EWSA (Exponential weighted Stochastic
Approximation) due to Chen et al. [4].

4.1

Comparison in Stationary Environments
for Different Distributions

In this set of experiments, we examine a stationary environment. For the EWSA and SL, we use the same parameter
λ = 0.01. We use different distributions namely:
• Uniform in [0, 1]
• Normal N (0, 1)

Upon receiving a sample x(n), we consider a phantom samc0q (n + 1) using the
ple x0 (n) = x(n) + ∆. We then update Q
0
phantom sample x (n), q as per Eq. (2) and (3). As a consequence of the update, we might violate the constraint that
c0q (n + 1) > Qmin . We, therefore, add a shift to Q
c0q (n + 1),
Q
c0q (n), so as to ensure that
i.e., a positive quantity Qmin − Q
c0q (n + 1) > Qmin . Note that we sum up all the shifts obQ
tained so far (up to instant n) whenever a violation takes
place. The non-phantom quantile (target quantile estimate)
is obtained from the phantom quantile by subtracting the toc0q (n)
tal shift, ∆, so far. Note than the phantom quantile Q
c
will always lie in [Qmin , ∞), while the estimate Qq (n) will
converge to the true estimate.

3.2

Getting Around Zero: "Making a bridge"

cq (0) is
The above update equation is such that whenever Q
c
initialized to a positive value, Qq (n) will stay positive for
all subsequent time instances. In fact, we are multiplying a
positive value each time by (1 − λ) or (1 + λ) by applying
cq (0)
the updating rules given by Eq. (2) − (4) . Similarly, if Q
c
is initialized to a negative value, Qq (n) will stay negative for
all subsequent time instances by applying the updating rules
Eq. (5) − (7). In fact, we are multiplying a negative value
each time by (1 − λ) or (1 + λ).
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• Exponential distribution with mean 1 and variance 1
• Chi-square distribution with mean 1 and variance 2.
Figure 1 depicts the case of estimating the 90% quantile for
different distribution. We report the estimation error for an
ensemble of 1000 experiments.
We remark that our SL estimator converge faster to the true
value than both the SA and the EWSA for the all four distributions. In fact, our SL is many order of magnitudes faster
than the SA. The SA is extremely slow. Further, the EWSA
is outperformed by our scheme in terms of its convergence
speed by a larger order of magnitude for the exponential,
normal and Chi-square distributions. When it comes to the
uniform distribution, again our SL is superior. However, in
this case, the EWSA convergence speed is relatively higher
compared to the other distribution. These results are typical and were consistent for the 99%, 80% and 50% quantiles
depicted respectively in Figure 2, Figure 3 and Figure 4.

4.2

The case of a dynamic environment

In this section, we report the simulation results for the case of
a dynamic environment under different values of the quantiles and under different values of learning parameter λ. We
use different values for λ = 0.01, λ = 0.05 and λ = 0.1. Note
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Figure 1: This figure depicts the variation of the estimation
error with time n for the quantile of 90% for different distributions (a) Uniform (b) Normal (c) Exponential (d) Chisquare.

Figure 2: This figure depicts the variation of the estimation
error with time n for the quantile of 99% for different distributions (a) Uniform (b) Normal (c) Exponential (d) Chisquare.
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Figure 3: This figure depicts the variation of the estimation
error with time n for the quantile of 80% for different distributions (a) Uniform (b) Normal (c) Exponential (d) Chisquare.

Figure 4: This figure depicts the variation of the estimation
error with time n for the quantile of 50% for different distributions (a) Uniform (b) Normal (c) Exponential (d) Chisquare.
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that a large value λ, results in faster convergence but at the
cost of higher variance We do not report the result for the
SA algorithm since it is not designed for the case of dynamic
environments but rather for stationary environments where
the true quantile value to be estimated does not change over
time. In fact, we have performed some simulation results
which are not reported here that confirm that the SA is totally unable to track quantile values that change with time.
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Figure 6: This figure depicts the variation of the estimation
error with time n for a dynamically changing true qunatile
for a Normal distribution for different values of the weight
factor λ (a) λ = 0.01(b) λ = 0.1.
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λ = 0.1. Figure 7(a) depicts the variation of the quantile estimate with time n for a phantom estimator for a uniform
distribution at the 10% quantile value, and Figure 7(b) for
the 20% quantile.
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Figure 5: This figure depicts the variation of the estimation
error with time n for a dynamically changing true quantile
for an Exponential distribution for different values of the
weight factor λ (a) λ = 0.01(b) λ = 0.1.

Estimating Negative Quantile

The aim of this experiment is to demonstrate the ability of
our scheme to estimate negative quantiles.

4.3.1
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In order to model a dynamic environment, we modified the
true quantile value after fixed number of iterations to a new
value. In Figure 5, we report the result for the exponential distribution where the quantiles are changed sequentially
0.9, 0.95, 0.7, 0.5 and 0.8 every 1, 000th iterations. In Figure 6,
the quantiles are changed sequentially 0.9, 0.95, 0.7, 0.5 and
0.8 every 1, 000th iterations.
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Using Phantom Estimator with fixed Shift

In this experiment, we estimated the quantile for a uniform
distribution in [−2, 2] where we operated with a fixed shift.
In fact, by knowing that the random variable is from the domain [−2, 2], we can could utilize a shift larger than −2 in order to ensure covering all the quantiles in the interval. This
case was easy to handle as the distribution was bounded. We
plot the estimated quantile and the true quantile by using
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Using Phantom Estimator with Varying Shift

In this section, we apply the update algorithm depicted in
Algorithm 1. We choose a lower bound a value Qmin = 1.
Figure 8(a) depicts the evolution of the quantile estimate for a
normal distribution for λ = 0.01. Note that the optimal value
is negative. We observe that our SL algorithm converges to
the true value. Figure 8(b) shows the evolution of the quantile for a normal distribution for λ = 0.1. We again see that
the algorithm converges to the true value, but with lower accuracy and at a faster rate than the case of Figure 8(a). Figure
9(b) and Figure 9(b) depict the analogous results as the previous experiment but for the uniform distribution in [−1, 1].

4.3.3

Using Negative Quantile Update

We have also used the negative-value update scheme defined
by Eq (5) and Eq (6). The initial value of the quantile at time 0
was −1, a negative value, and the computed result approach
the correct negative quantile. λ was fixed to value 0.1. Figure
10(a) depicts the case of a normal distribution and for the
20% quantile value. Similarly, Figure 10(b) depicts the case
of a uniform distribution in [−1, 1] for the 20% quantile.
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Figure 7: This figure depicts the variation of the quantile
estimate with time n for a phantom estimator for a uniform
distribution at (a) 10% quantile (b) 20% quantile

Figure 9: This figure depicts the variation of the quantile
estimate for a uniform distribution with time n for a quantile 20% for different values of λ when (a) λ = 0.01 (b)
λ = 0.1
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Figure 8: This figure depicts the variation of the quantile
estimate for a normal distribution with time n for the 20%
quantile for different values of λ, when (a) λ = 0.01 (b)
λ = 0.1.

Figure 10: This figure depicts the variation of the quantile
estimate with time n for a phantom estimator for the 20%
quantile for (a) a Normal distribution, and (b) the Uniform
distribution.
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4.4

Experimental results for Decreasing Update Parameter
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In this experiment, we fix the shift parameter k to 4. Note
that λ(0) = √1k , thus for k = 4, λ(0) = 21 .
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In this paper, we have designed a novel incremental quantile estimator based on the theory of stochastic learning. The
estimator is shown to outperform the state-of-the-art of incremental estimators in terms of convergence speed. We emphasize that the estimator can be easily implemented and
that it is much more simpler than the SA estimator as it does
not require estimation of the density at the quantile.
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Please note that such update ensures that 0 < λ(n) < 1 for
all time instants n. The decreasing λ(n) idea is borrowed
from the theory of stochastic approximation [8], where usually there is a distinction between a fixed step size algorithm
that is suitable for dynamic environment and a decreasing
step size algorithm that it is more suitable for stationary environments. In Figure 11, we report the estimation for 90%
over different distributions for the case of our SL estimator with decreasing step and for the SA algorithm. We remark that the SL with decreasing step outperforms the SA
in terms of convergence speed, however, it seems that the
SL approach has "more fluctuations" suggesting higher variance. Note too that the error is computed as the difference
between the true value of the quantile and the ensemble average of 1000 experiments. Similar experiment for the case of
estimating the median is reported in Figure 12.

·10−2

10

In this experiment, we use a decreasing λ that decays over
1
time in the form of λ(n) = √n+k
where k is a shift parameter
so that to avoid initiating λ(0) to 1.
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• The existing SL algorithm for quantile estimation is designed for data elements that are added one by one. A
possible extension is to generalize our SL algorithm to
handle not only data insertions, but also dynamic data
operations such as deletions and updates such as in [2].
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• An interesting research direction is to simultaneously
estimate more than a single quantile value. To achieve
this, our present scheme will have to be modified so
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There are different extensions that can be envisaged for future work:

• We are currently investigating how to extend our estimator in order to handle data arriving in a batch mode.
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Error

We have shown how to extend the estimator in order to handle negative quantiles by using two different methods. The
first method is based on the idea of using phantom quantiles
and simultaneously using the update equation designed for
the positive quantile case. The second idea relies on modifying the update equation originally devised for estimating a positive quantile in order to accommodate the case of
negative quantiles by exploiting the symmetry of the update
equation for the positive quantile. In addition, we provide
some experimental results for the case of decreasing update
parameter λ, i.e, a one that decays over time [8] which can be
particularly useful in stationary environments.

0

500

1,000
n

1,500

2,000

(d)
Figure 11: This figure depicts the variation of the estimation error with time n for the quantile of 90% for
the SL with decreasing step and for the SA algorithm
for (a) unif orm distribution, (b) normal distribution, (c)
exponential distribution, (d) Chi − Square distribution.
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as to guarantee the monotonicity property of the quantiles, i.e, maintaining multiple quantile estimates while
simultaneously ensuring that the estimates do not violate the monotonicity property.
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• Providing theoretical results for the case of decreasing
update parameter λ is still an open research question.
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Figure 12: This figure depicts the variation of the estimation error with time n for the quantile of 50% (median)
for the SL with decreasing step and for the SA algorithm
for (a) unif orm distribution, (b) normal distribution, (c)
exponential distribution, (d) Chi − Square distribution.
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ABSTRACT
Chip-Multiprocessors (CMPs) with 3D-stacked DRAMs is
promising for solving the memory wall problem, but the high
power density makes 3D ICs frequently operate at or near
the thermal limit. System hot spot of a CMP with 3Dstacked DRAMs is usually in DRAMs that are in the layers
farthest from the heat sink. Heat from DRAMs and cores
are all accumulated in DRAMs. Therefore, existing thermal managements for 3D ICs all perform thermal control on
cores only because lowering the power-level of cores can also
lower DRAM access frequency. However, as the power consumption of single DRAM access increases with the number of DRAM stacks and the width of the vertical links,
the instantaneous DRAM accesses may easily overheat the
system. So, in addition to lowering the access frequency of
DRAMs, reducing the power consumption per DRAM access
is also crucial. In this paper, we characterize the thermal
and performance behavior of the target architecture when
the voltage and frequency levels of cores and DRAMs are
synergistically controlled. We also evaluate the thermal and
performance behavior of existing thermal control methods
that can be applied to the target architecture. The insights
provided by the characterizations presented in this paper are
important for developing an eﬀective thermal management
policy for CMPs with 3D-stacked DRAMs. Our results show
that, synergistically controlling the voltage-frequency levels
of cores and DRAMs does achieve higher thermal eﬃciency
than controlling cores only.
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Figure 1: A CMP with 3D-stacked DRAMs.

1.

INTRODUCTION & MOTIVATION

Utilizing the low-latency and high-density Through-Silicon
Vias (TSVs) to integrate DRAMs and Chip-Multiprocessors
(CMPs) in the third dimension has been demonstrated as a
promising way to mitigate the memory wall problem [15].
As shown in Figure 1, a layer of CMP with one or more
DRAM layers are stacked in a chip. However, since the
power density of 3D ICs increases with the number of chip
stacks [19], this kind of systems frequently operates at or
near the thermal emergency level. Moreover, the system
hot spot of a CMP with 3D-stacked DRAMs is usually at
DRAMs that are in the layers farthest from the heat sink.
So, in addition to heat generated by DRAMs themselves,
heat from the vertically aligned cores are also accumulated
in DRAMs.
Existing DTMs (Dynamic Thermal Managements) that can
be applied to the target architecture either reduce the power
consumption of the system hot spot [8, 12], or manage the
power consumption of cores only [12, 16]. For the target
architecture, applying DTMs that reduce the power consumption of the system hot spot may not be eﬀective since
heat of the hot spot, which is the DRAM layer in our target architecture, is contributed by both cores and DRAMs
as discussed previously. Since DRAMs are activated only
when cores issue requests, managing the power consumption
of cores only is a reasonable method for our target architecture. So, Meng et al. [16] propose to control the V-F levels
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evaluated in this paper, only the DTM with core gating
technique can eﬀectively control the peak temperature
of the target system under the threshold, but with the
cost of severe performance degradation. Most existing
DTMs cannot even keep the peak temperature of the
target system under control.
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• We characterize the performance and thermal behavior of all possible combinations of V-F levels of cores
and DRAMs to explore the beneﬁt of synergistically
performing DVFS on cores and DRAMs of the target
architecture. The results shows that synergistic control does achieve better thermal eﬃciency than controlling cores or DRAMs alone. For example, for mcf
from SEPC2006 [9], when core-side DVFS/shutdown
is utilized, only aggressively shutting down the cores
can control the peak temperature under the threshold
at the cost of up to 159.09% performance degradation.
With the synergistic control, we can utilize the setting
of 25% of core computation power with 50% of DRAM
working frequency, which results in only 99.73% performance degradation while the peak temperature is
kept under the threshold.
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Figure 2: Core and DRAM power breakdown of canneal
with 512 to 2048 TSVs.

of cores at runtime for controlling the peak temperature of
CMPs with 3D-stacked DRAMs. Performing DVFS (Dynamic Voltage/Frequency Scaling) on cores considering the
activities of both cores and DRAMs does not only reduce the
power consumption of cores but also DRAMs since slowing
down cores lowers DRAM access frequency as well.
However, is slowing down core activity and DRAM access
frequency enough to achieve highly eﬃcient thermal control
in the target system? With the increasing numbers of TSVs
and DRAM layers, the power consumption of single DRAM
access also increases. Moreover, heat generated by DRAMs
has low eﬃciency in dissipation. In our previous study [13],
we show that DRAM power consumption increases with the
number of DRAM stacks and the width of vertical links.
Figure 2 shows the power consumption of cores and DRAMs
with DRAM bandwidth ranging from 512 to 2048 bits with 4
DRAM layers when running a memory-intensive application,
canneal, from the PARSEC [2] benchmark suite. We can observe that the DRAM power consumption and the peak temperature do increase with the TSV density. The dramatic
rise in temperature (e.g., 88.5 ◦ C to 91.32 ◦ C from 1024 bits
to 2048 bits) implies that instantaneous memory burst due
to high TSV density can easily overheat the system . 1 This
shows, for eﬃcient thermal control in CMPs with 3D-stacked
DRAMs, in addition to performing power control on cores to
reduce DRAM activities, reducing DRAM power per access
is also necessary.
In this paper, we target CMPs with 3D-stacked DRAMs,
and explore the opportunities of synergistically performing
DVFS on cores and DRAMs for thermal eﬃcient computing. To the best of our knowledge, this is the ﬁrst work
that discusses applying DRAM DVFS along with core DVFS
on CMPs with 3D-stacked DRAMs. Unlike previous work
that performs evaluations on CMPs with only one layer of
DRAM [16], we target CMPs with multiple stacked DRAM
layers that are widely discussed [22, 14]. The characterizations presented here are important for developing an eﬀective thermal management policy for the target architecture.
The major contributions of this paper are twofold.
• We evaluate the performance and thermal behavior of
existing DTMs on the target architecture. Existing
DTM techniques are categorized into two types: coreside DVFS/shutdown [12] and DRAM-side bandwidth
throttling [8]. We evaluate the thermal and performance of the two sets of DTMs on the target architecture. The results show that, with all the workloads
1

Several works that study the 3D-stacked DRAMs assume the 3Dstacked DRAMs with more than four layers an 2048 TSVs [22, 14]
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The rest of this paper is organized as follows. We review
the related works in Section 2. The categorization of thermal control techniques that can be applied to the target architecture are are discussed in Section 3. The experimental
methodology is described in Section 4. Section 5 discusses
the results and analysis of applying existing DTMs on the
target architecture. The performance and thermal behavior
of applying synergistic control on cores and DRAMs are analyzed in Section 6. We discuss the challenges of designing a
DTM for the target architecture in Section 7, and Section 8
concludes the paper.

2.

RELATED WORKS

Due to the increasing power density of 3D ICs, several works
have been proposed to study the thermal and performance
behavior of the emerging 3D architecture. To understand
the performance and thermal impact of various 3D architectures, Loi et al. [15] perform thermal and performance analysis on a single processor with 3D-stacked DRAMs. Targeting 3D CMPs that have cores vertically stacked in the same
chip, Zhu et al. [23] develop an analytical framework to determine the thermal impact of every core in the 3D CMP,
and propose a proactive thermal control technique based on
the analytical framework. Coskun et al. [3] investigate how
the existing thermal management, power management and
job scheduling policies aﬀect the thermal behavior of 3D
CMPs, and propose a dynamic thermal-aware job scheduling technique for 3D CMPs. For CMPs with 3D-stacked
DRAMs, considering threaded-application workloads, Meng
et al. [16] propose a proactive DTM policy that decides the
voltage-frequency level of cores in the system by predictions
obtained from a regression model. Their evaluation is performed on CMPs with only one layer of stacked DRAMs.
For the conventional 2D multi-core architecture, several thermal control methods have been proposed. Donald et al. [7]
proposed distributed control-theoretic technique to achieve
high thermal eﬃciency in multi-core system. Lin et al. [12]
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3. TAXONOMY OF THERMAL CONTROL
MECHANISMS FOR CMPS WITH
3D-STACKED DRAMS
In this section, we discuss the DTM techniques that can
be applied to the target architecture. These techniques are
categorized into DRAM bandwidth throttling, Core DVFS/
Shutdown, and Synergistic Core and DRAM DVFS.

3.1 DRAM Bandwidth Throttling
This type of techniques directly control the activities of
DRAMs, which are the system hot spot of our target architecture. Core power could be reduced as the side eﬀect
of slowing down the memory subsystem. However, these
methods do not necessarily control the power consumption
of cores that are vertically aligned to the hot spot. Below
are two exiting techniques in literature:
• Memory Bandwidth Throttling (MT): When the peak
temperature of DRAMs reaches the threshold, the available bandwidth is lowered to reduce the DRAM activity. The available bandwidth is set according to the
thermal emergency level of DRAMs [8].
• Memory Thermal Shutdown (TS): The memory controller stops the DRAM from accepting any requests
when the peak temperature of the DRAM is over the
threshold [12].

3.2 Core DVFS/Shutdown
In most cases, controlling core-side activities is more thermal eﬃcient compared to controlling DRAM-side activities
only since core-side controlling not only reduces core power
consumption but also DRAMs’ as well. However, this set of
techniques may not perform thermal control in time when
bursts of memory requests occur as we argue in Section 1.
Below are three exiting techniques in literature:
• Adaptive Clock Gating (ACG): each core runs at the
default V-F level until the peak temperature reaches
the thermal limit. According to the thermal emergency
level, a number of cores are stalled. For the consideration of fairness, the cores can be stalled in a round
robin manner [12].
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investigates controlling the peak temperature of the DRAM
system in a traditional 2D architecture by controlling the activities of cores, or perform bandwidth throttling on DRAMs
directly. The results show that, for the DRAMs in a 2D IC,
controlling the activities of processor to indirectly reduce
DRAM activities is more eﬃcient than direct controlling the
DRAM activities. Hanson et al. [8] analyze the thermal efﬁciency of performing memory throttling on server systems.
Ayoub et al. [1] propose a thermal management policy for
the DRAMs by utilizing proactive page allocation. For reducing DRAM power, Deng et al. [5] propose to adjust the
V-F level of DRAMs, and coordinate the CPU and DRAM
system DVFS in server systems to achieve high power eﬃciency [4].

0
TurnedOff

Core25%

Figure 3: Number of DRAM accesses and peak temperature variation.

• Coordinate Dynamic Voltage and Frequency Scaling
(CDVFS): When the peak temperature of the system
reaches the threshold, all the cores are set to a low V-F
level according to the thermal emergency level [12].
• Regression Model Based Dynamic Voltage Frequency
Scaling: This is a proactive thermal control method.
For each ﬁxed interval, a regression model that considers the instructions per cycle (IPC) and the memory
access per instruction (MA) of the pervious interval is
utilized to decide the V-F level of all cores [16]. For
diﬀerent V-F settings, a diﬀerent set of the coeﬃcients
of the regression model should be utilized since the
IPC and MA values vary with the V-F settings.

3.3

Synergistic Core and DRAM DVFS

As mentioned in Section 1, instantaneous memory burst due
to high TSV density can easily overheat the target system
since DRAM layers have low eﬃciency in heat dissipation.
The aforementioned two types of techniques that seek to
control temperature by reducing DRAM access frequency
may not be able to avoid thermal runaway completely. Figure 3 shows the numbers of DRAM accesses and the peak
temperatures of a memory-intensive workload, mcf, when
cores are turned to the second-lowest power state (i.e., 25%
of core power running at the full speed) from the shutdown state. We can observe that mcf issues up to seventeen thousands DRAM accesses within 1ms, and the system
temperature abruptly rises to 85.18 ◦ C. Therefore, to keep
the system running under a typical thermal threshold value,
85 ◦ C, all the time, we have to keep cores shutdown most of
time, which inevitably causes signiﬁcant performance slowdown. Therefore, reducing DRAM power per access is necessary to achieve high thermal eﬃciency in CMPs with 3D
stacked DRAMs. A commonly used approach for DRAM
access power reduction is to perform DRAM DVFS, which
is achieved by adjusting the V-F level of memory controllers
(MCs) [6]. Since the MC frequency is ﬁxed at double the
bus frequency, and the DIMM clock is the same or multiple times of the bus frequency, adjusting MC frequency
also adjusts DRAM frequency. Existing DIMMs do support
multiple frequencies already, and we can utilize the JEDEC
standard provides mechanisms to adjust DIMM frequency
dynamically [6]. In this paper, we explore the opportunities
of synergistic core and DRAM DVFS for thermal eﬃcient
controlling of the target system. Section 6 provides detailed
discussion of the results.
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Table 1: System configuration.
Parameters
Processor
Processor clock frequency scaling
IL1/DL1 cache (per core)
TLB
Privated L2 cache
Processor area
Memory
Time
TSV
Memory clock frequency scaling

Memory
Trace
Inst.
Trace

Control Module
Memoryy Request
q

Performance
nce
Model

Timing
Control
DTM Unit
it

Memory Access Timing
Core
Power
Model

Values
16 in-order, single thread, 8 ALU and 2 FPU
Core100%: 3.2GHz at 1.3625V, Core75%: 2.4 GHz at 1.1925,
Core50%: 1.6GHz at 1.0225V, Core25%: 0.8GHz at 0.8525V
32KB, 8way, 64-byte line, 2 cycle, 2 read ports, 1 write port
ITLB 32 entries, DTLB 64 entreis
1MB, 8-way, 64-byte line, 16-cycle, 2 read ports, 2 write ports
17 mm2 per core, 7.2 mm2 per L2 cache
4 channels, 4 rank/channel, 256 MB/rank, 4 rank/layer
tRAS 36 ns, tRCD 15 ns, tRW 15 ns, tRP 15 ns
512 per channel, total 2048
1600 MHz, 1333MHz, 1066MHz, 800MHz

DRAMSim2

Table 2: Thermal simulation parameters.

DRAM Power
Model
DRAM
Power

Hotspot
Thermal
Model

Temperature

Figure 4:
Overview of the trace-driven
mance/power/thermal simulation platform.

Parameters
Chip thickness
Chip thermal resistance
Heatsink Thickness
Hestsink resistance
Thermal interface material thickness
Thermal interface material resistance

Values
1µm
1.69 mK/W
6.9 mm
0.1 K/W
50.8µm
0.5 mK/W

perfor-

4. EXPERIMENTAL SETUP
To perform the evaluations, a trace-driven performance/
power/thermal simulation platform as shown in Figure 4
is built. The simulation platform is composed of a control
module, DRAMSim2 [20] , and HotSpot [21]. The input
instruction and memory traces are collected by PTLSim in
marss86 [18], which is a cycle-accurate x86 simulator. The
cycle-accurate DRAMSim2 [20] is integrated in the platform
to model the DRAM system. We annotate the instruction
and memory trace with timestamps according to the baseline, which has no DTM applied to the system. The control
module models the performance of applying various thermal control techniques, e.g. power gating and DVFS, and
reﬂects the delays of applying these techniques by adjusting
the timestamps in traces. According to the adjusted instruction trace and the voltage-frequency (V-F) level selected by
the DTM unit, the control module also reﬂects the power
behavior of cores by adjusting the power values. To evaluate the temperature of the target 3D architecture, we adopt
HotSpot5.02 [21].
Table 1 lists the detailed conﬁguration of the simulated platform. We assume the system has 16 cores, where each core
is set according to Intel Atom in-order processor [11]. The
Thermal Design Power (TDP) of each core is 6W [11]. Leakage power of each core is set to 30% of its total power.
Each core has a 1MB private L2, and the access power
and static power of the L2 cache are estimated by Cacti
6.5 [10]. As listed in Table 1, the processor has four voltagefrequency level [11]. In this paper, we adjust the V-F level
of cores homogeneously. We assume there are four memory controllers in the system. Each memory controller has
512 TSVs for data transferring, and there are 2048 TSVs
for DRAM data accesses in total. The TDP of the memory controller is set to 5.9W [16]. We assume the target
processor is manufactured with 45nm technology, and the
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total die area is 400mm2 . The DRAM system has 4GB
DDR3 SDRAM arranged in four diﬀerent DRAM layers,
where each layer has four DRAM ranks. The power parameters of the DRAM system is set according to Micron
MT41J128M8 1Gb DDR3 SDRAM [17]. In our system, we
assume the DRAM data frequency is the same as the cores.
Based on the power parameters in [17], we project the power
parameters of DRAMs when the frequencies are 1600MHz,
1333MHz, and 1066MHz, respectively. The thermal parameters of HotSpot are listed in Table 2, which are set according
to [14].
For evaluating existing thermal management methods, we
assume the thermal limit of the system is 85 ◦ C. Similar to
[12], we deﬁne ﬁve thermal emergency levels, L1 to L5, as
shown in Table 3. Thermal shutdown turns oﬀ the DRAM
system when the system reaches L5 only. As soon as the
peak temperature drops back to L3, the DRAM system is
turned on. The control decisions of ACG, CDVFS and MT
mentioned in Section 3 are self-explained in Table 3. We set
the timing overhead for performing a thermal management
technique to 10µs.
In our experiments, we assume all cores are single-threaded.
The workloads evaluated in this paper include parallel applications from PARSEC [2] and mcf from SPEC2006 [9].
For parallel workloads, we compile each application to have
16 parallel threads. For mcf, we duplicate 16 copies for each
core to execute one copy. Table 4 lists the memory per
kilo-instruction (MPKI) and the peak temperature of each
workload when no thermal control is applied to the target
platform. We can see that workloads that are more memoryintensive tend to have higher peak temperature. Figure 5
shows the execution time breakdown of each workload. We
can observe that workloads with larger MPKIs also spend
more time in DRAM accesses.
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Table 3: Thermal emergency levels of DTMs for DRAMs
L1
(-, 83.0)
16
100%
100%

L2
[83.0, 84.0)
12
75%
On
75%

0

Peak Temperature (◦ C)
88.85 ◦ C
88.29 ◦ C
90.41 ◦ C
89.46 ◦ C
91.32 ◦ C
91.68 ◦ C

Normalizedexecutiontime

MPKI
0.004
0.194
1.231
11.538
20.252
63.668

CDVFS

AdaptiveCore
Gating

Regression
DVFS

L5
[85.0, -)
0
0%
Oﬀ
0%

Thermal
Shutdown

Memory
Throttling

Temperature
6
87

Table 4: Workload descriptions.
Application
blackscholes
bodytrack
ﬂuidanimate
streamcluster
canneal
mcf

L3
L4
[84.0, 84.5)
[84.5, 85.0)
8
4
50%
25%
On/Oﬀ
50%
25%

2.5

86.5
86

2

85.5
85

1.5

84.5
84

1

83.5
0.5

Memory

L2 cache

L1 cache

CPU

100%
90%
80%
70%
60%
50%
40%
30%
20%
10%
0%

PeakTemeratureк

Thermal Emergency Level
System Temperature (◦ C)
ACG: # of active cores
CDVFS: % of the power/frequency
TS: On/Oﬀ
MT: % of available bandwdith
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Figure 6: Performance and peak temperature of existing thermal control mechanism.
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5. EVALUATIONS OF EXISTING
THERMAL CONTROL TECHNIQUES
In this section, we evaluate the thermal and performance behaviors of existing DTMs discussed in Section 3.1 and Section 3.2. Figure 6 shows the normalized execution times and
peak temperatures of these methods. The execution times
are normalized to the baseline, where no DTM is applied.
We can observe that ACG, which turns oﬀ a number of cores
according to the thermal emergency level, successfully controls the peak temperature within the 85 ◦ C threshold for all
workloads. DVFS, which adjust the V-F level of cores according to the thermal emergency levels, can also eﬀectively
control the peak temperature under the thermal threshold
except for mcf. As mentioned in Section 3, mcf can issue up
to seventeen thousands DRAM accesses within 1ms. Figure 7 plots the variation of the number of DRAM accesses
and the peak temperature. When the cores are switched to
the shutdown state, there are no DRAM accesses and the
peak temperature drops below 85 ◦ C. Once the cores are
switched to the Core25% state, large amounts of DRAM accesses are issued and the peak temperatures abruptly rises
up to 85.18 ◦ C. Therefore, with CDVFS, cores oscillate between the shutdown and Core25% states, and CDVFS cannot control the peak temperature under the threshold and
cause signiﬁcant performance degradation. From the performance perspective, CDVFS is better than ACG since CDVFS allows cores to execute at low-power mode instead of
turning them oﬀ completely.
For TS and MT, they are not able to control the peak temperature when executing CPU-intensive workloads, blackscholes and bodytrack, which have no more than 0.2 DRAM
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Time(1ms)

Figure 7: Variation of core/DRAM power and peak
temperature of mcf when CDVFS is applied.
accesses per 1000 instructions. This shows restricting the
activities of DRAMs cannot eﬀectively reduce the activities
of cores, which contribute up to 79.26% of system power
consumption. For memory-intensive workloads, TS and MT
demonstrates similar thermal control capability to CDVFS
and ACG. From the performance perspective, MT is better
than TS since the memory bandwidth is not gated completely.
The regression model based method that consider the number of memory accesses and CPU performance to decide the
V-F levels of cores does not perform well in CMPs with
multiple DRAM stacks. As shown in Figure 6, it fails to
control the peak temperature of ﬂuidanimate and mcf. Fluidanimate, as shown in Figure 8, has severe change in the
distribution of DRAM accesses. Since intensive DRAM accesses cause abrupt temperature change in the target architecture, the interval-based regression model method cannot
react for the situation in time and thus cause overheating.
For mcf, as mentioned earlier, even running cores on the lowest level, Core25%, its intensive DRAM accesses still overheat the system. Since the regression model method [16]
does not support core shutdown, it keep the Core25% conﬁguration for mcf all the time. Thus, the peak temperature is up to 89.63 ◦ C. However, in the performance aspect,
the regression model based method shows great discrepancy
among workloads. Because the method is an interval-based
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high thermal eﬃciency by scaling the V-F levels of cores
and DRAMs synergistically. In Section 6.1, we ﬁrst explore
the performance and peak temperature of workloads under
various V-F settings of cores and DRAMs. Then we discuss and analyze the eﬃciency in thermal reduction that can
be achieved by the synergistic thermal control and existing
DTMs in Section 6.2.
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Figure 8: Variation of peak temperature and the
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12000
11500

3

11000

2.5

10500

2

10000

1.5

9500

1

9000

0.5

8500

0

7

IPC

6

Time
IPC
MA

(a) Streamcluster

8000

7000
6000

5

5000

4

4000

3

3000

2

2000

1

1000

0

Number of Memory Access

IPC

IPC
MA

0

Number of Memory Access

4
3.5

Time

(b) Bodytrack

Figure 9: Variation of IPC and the number of
DRAM accesses within an interval of workloads (a)
streamcluster, and (b) bodytrack.

method, the stability of workload behavior is crucial for its
performance. For example, Streamcluster, is quite stable in
terms of IPC and memory accesses as shown in Figure 9(a).
The IPCs and number of DRAM accesses within an interval
steadily vary between 2.5 ∼ 3.5 and 9000 ∼ 10000, respectively. Therefore, the regression model can correctly predict
the V-F level of cores and achieve the best performance. On
the other hand, bodytrack, as shown in Figure 9(b), experiences a sudden surge in IPCs and DRAM accesses in a
very short period of time, which result in high temperature.
Therefore, to control the peak temperature in this interval,
the regression model based method selects a low V-F level
conﬁguration (i.e., Core50%) thereby resulting in signiﬁcant
performance degradation. This says that the eﬀectiveness
of the the interval-based regression model approach is quite
sensitive to interval’s length.
From the above discussions, we can conclude that, for CMPs
with multiple DRAM stacks, due the high power density and
the low eﬃciency in heat dissipation of DRAMs, performing
core DVFS to control DRAM activities alone is not able to
control the peak temperature.

6. ANALYSIS OF SYNERGISTIC DVFS
CONTROL ON CORES AND DRAMS
In this section, we explore the opportunities of achieving
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Temperature/Pefroamcne of Various V-F
Settings of Cores and DRAMs

Figure 10 shows the execution times and the peak temperatures when various V-F settings of cores and DRAMs are
applied. The execution time of each V-F setting is normalized to the baseline, which sets all cores and DRAMs
to the highest speed. We ﬁrst observe the eﬀects of lowering the V-F level of DRAMs when the V-F level of cores
is ﬁxed. As shown in Figure 10, CPU-intensive workloads,
such as blackscholes and bodytrack, show very negligible
performance degradation when the V-F level of DRAMs
is lowered since these workloads spend very little time in
DRAM accesses. However, we can see that lowering the
V-F level of DRAMs still causes slight peak temperature reduction for these CPU-intensive workloads. For example,
when the V-F level of cores is ﬁxed at Core100%, i.e., cores
run at full speed, blackscholes has the same normalized execution times for all the V-F levels of DRAMs. Compared
to the Core100%+DRAM1600MHz setting, the setting of
Core100%+DRAM800MHz still slightly reduces the peak
temperature by 1.61 ◦ C. For memory-intensive workloads,
e.g. streamcluster, canneal and mcf, adjusting the V-F level
of DRAMs is very eﬃcient in lowering the peak temperature,
but as expected, it also causes more performance degradation than for CPU-intensive workloads. Taking mcf for example, with Core100%, DRAM1333MHz, DRAM1066MHz
and DRAM800MHz achieve 2.3 ◦ C, 4.4 ◦ C, and 6.19 ◦ C peak
temperature reduction with 4.8%, 16.36% and 33.78% performance degradation, respectively. With low V-F levels of
cores, the performance diﬀerences of applying various V-F
levels of DRAMs diminish since lowering the V-F level of
cores prolongs the execution times of cores. For example,
for mcf with Core25%, compared to the Core100% conﬁguration, the temperature diﬀerence between two consecutive
DRAM V-F levels is smaller and the performance degradation is also less obvious. One exception is ﬂuidanimate,
which is characterized as a CPU-intensive workload according to its MPKI value and the percentage of DRAM access
time. However, for ﬂuidanimte, DRAM DVFS has more impact on thermal and performance than other CPU-intensive
workloads. As mentioned in Section 5 and Figure 8, ﬂuidanimates issues lots of DRAM accesses in a short period of
time, while being CPU-intensive for most of the execution
time. Since the peak temperature appears when ﬂuidanimate generates lots of DRAM accesses, lowering the V-F
level of DRAMs would be more eﬀective in peak temperature reduction than lowering the V-F level of cores.
When adjusting the V-F level of cores with a ﬁxed DRAM
V-F level, as expected, varying the V-F level of cores has
a great impact on temperature but also incurs signiﬁcant
performance degradation, especially for CPU-intensive applications. For memory-intensive workloads, decreasing the
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Figure 10: Normalized execution times and peak temperatures of various V-F setting.

V-F level of cores may not be able to control the temperature
appropriately. For example, when the thermal limit is set to
85 ◦ C and utilizing the DRAM setting of DRAM1600MHz,
the peak temperature of mcf is still as high as 86.93 ◦ C even
with the lowest core V-F level, Core25%. For memoryintensive workloads, adjusting the V-F level of DRAMs is
more eﬃcient in thermal reduction than adjusting the V-F
level of cores, but also incurs more performance degradation.
For example, for mcf, Core100%+DRAM800MHz achieves
5.43 ◦ C more peak temperature reduction than Core75%+
DRAM1600MHz, but also has 25.74% more performance
degradation.
Overall, Figure 10 shows synergistically controlling V-F level
of cores and DRAMs achieve better eﬃciency in thermal reduction than controlling cores or DRAMs alone. Taking
streamcluster as example, if core DVFS is the only technique to be utilized, only the Core50% conﬁguration can
meet the 85 ◦ C constraint, and this results in 76% performance degradation. With DRAM DVFS enabled, we can
utilize the Core75%+DRAM800MHz conﬁguration, which
meets the thermal constraint while with only 38% performance degradation.

6.2 Effects in Thermal Reduction
To quantify the eﬃciency in thermal reduction, we deﬁne
a metric called thermal eﬃciency, which is deﬁned by the
following equation.
E(T R) = (Tf ull − TC )/N TC ,

(1)

where E(T R) denotes the thermal eﬃciency, Tf ull is the
peak temperature of the system that executes in full speed,
TC is the peak temperature of the system that utilizes the
V-F setting C, and N TC denotes the execution time of applying C normalized to the full speed conﬁguration. Therefore, larger E(T R) value indicates better eﬃciency in thermal reduction since . Figure 12 shows the E(T R) values
of all core and DRAM V-F level combinations. We can
observe that, for each workload, the highest thermal efﬁciency is achieved by controlling the V-F level of cores
and DRAMs synergistically. For example, ﬂuidanimate with
Core75%+DRAM800MHz has the best thermal eﬃciency.
For memory-intensive workloads, e.g. canneal and mcf, we
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observe that Core100%, Core75% and Core50% have comparable E(T R) values when DRAM is set to 800MHz. When
Core25% is utilized, due to the severe performance degradation, the E(T R) values are much less compared to other
core V-F levels. From Figure 10, we can see that, mcf
has minor peak temperature reduction, but also some performance degradation when the V-F level of cores reduced
from Core100% to Core75% and the V-F level of DRAMs
is ﬁxed to DRAM800MHz. Therefore, the E(T R) values of
Core100%+DRAM800MHz, Core75% +DRAM800MHz and
Core25%+DRAM800MHz are close to each other. That is,
when considering the peak temperature and performance
only, it is hard for us to decide which conﬁguration should
be utilized so that the performance degradation is minimized while the temperature is controlled. However, with
the value of thermal eﬃciency, we know that, for canneal and
mcf, when the DRAM is set to 800MHz, utilizing Croe100%,
Core75% and Core50% achieve the same thermal reduction
rate. So, we can select one of the conﬁguration based on our
need for performance.
Figure 12 shows the comparison of thermal eﬃciencies. We
compare the results of existing DTMs evaluated in Section 5,
and the synergistic control. For each workload, we select the
conﬁguration that achieve the best thermal eﬃciency value,
and report its value in Figure 12. This shows the potential that synergistic control can achieve in thermal control
of CMPs with 3D-stacked DRAMs. In Figure 12, it is obvious that the synergistic control do achieve better thermal
eﬃciency compared to the existing thermal control mechanisms. For example, mcf with Core25%+DRAM1066MHz
can keep the peak temperature to 84.47 ◦ C with performance
degradation of 99.73%. With existing thermal control mechanisms, as shown in Figure 6, only ACG that shuts down the
cores completely can control the peak temperature under
85 ◦ C at the cost of 159.09% performance degradation, which
is 59.36% higher than the synergistic control. These shows
that synergistically controlling the V-F level of cores and
DRAMs does achieve higher thermal eﬃciency than cores
or DRAMs only.

32

blackscholes

bodytrack

DRAM: 1333MHz

fluidanimate

DRAM: 1066MHz

DRAM: 800MHz

streamcluster

canneal

Core25%

Core50%

Core75%

Core100%

Core25%

Core50%

Core75%

Core100%

Core25%

Core50%

Core75%

Core100%

Core25%

Core50%

Core75%

Core100%

Core25%

Core50%

Core75%

Core100%

Core25%

Core50%

Core75%

Core100%

Thermal Gain

DRAM: 1600MHz
5
4.5
4
3.5
3
2.5
2
1.5
1
0.5
0

mcf

Figure 11: Eﬃciencies in thermal reduction achieved by various V-F settings.

Figure 12: Comparison of eﬃciencies in thermal reduction achieved by existing DTMs and the synergistic
control.

7. DISCUSSION OF DESIGNING PERFORMANCE EFFICIENT DTM FOR CMPS
WITH 3D-STACKED DRAMS
Based on the results and analysis presented in Section 5
and Section 6, we can ﬁnd that, for CMPs with multiple
3D-stacked DRAM layers and a wide I/O interface, it is a
must to control the V-F levels of cores and DRAMs synergistically to achieve high thermal eﬃciency, where the system
peak temperature is kept under the given threshold while the
performance is optimized. According to the results and discussion presented in Section 5 and Section 6, we can see that
the memory-intensive workloads and CPU-intensive workloads have very distinct behaviors and requirements for thermal control. We can summarize the observations as follows.
For the CPU-intensive workloads, utilizing the lowest V-F
setting for DRAMs is the best for thermal reduction since
they can achieve slight peak temperature reduction without
performance degradation. For memory-intensive workloads,
utilizing synergistic control on cores and DRAMs is a must.
The V-F setting of cores and DRAMs should be carefully decided according to the proportion of time that the workload
spends in DRAM accesses.
Although we can consider the above observation as the guideline for designing a DTM for the target architecture, we
still have to answer questions like, when the thermal control should be performed, which granularity of performing
the V-F level adjustment should be utilized, and which V-F
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level should be adjusted to for a given component, to complete the design of a DTM. Moreover, we also have to notice
that, for a DTM that is performed in a runtime system, the
overheads of implementing the DTM, including resource and
performance overheads, should be manageable.
For the target system, the two major challenges of designing
the DTM is the granularity of performing thermal control
and how to decide the V-F level that a given component
should be adjusted to. The granularity of performing thermal control should be decided according to the target workloads. If the target workloads are threaded applications as
discussed in this paper, for cores and DRAMs, the two types
of resource respectively utilize one V-F level would be suﬃcient since all cores or DRAMs should have the same behavior. However, for multi-programmed workloads, it is better
to perform thermal control individually for each group of
components that are vertically aligned at the same position.
As mentioned in Section 1, the system hot spot is usually
at the layer that is farthest from the heat sink, and the
peak temperature is contributed by all components vertically aligned at the position. Since each group of such components has distinct behavior, the V-F level assignments
should be performed individually. However, with the increasing number of cores, the computation cost required for
V-F level assignments also increases.
The other major challenge is how to decide the V-F levels
utilized by cores and DRAMs. Based on the discussion mentioned earlier, if a workload is sure to be CPU-intensive, we
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can just ﬁx the V-F level of DRAMs to the lowest level, and
focus on searching the proper V-F level for cores. However,
if a workload is presumed to be memory-intensive, the V-F
levels of both cores and DRAMs have to be adjusted to ﬁnd
the conﬁguration that achieves the best thermal eﬃciency.
In the worst case, all the possible combinations have to be
explored, which must raise considerable performance overheads. To reduce the search time, we have to either ﬁnd a
method to prune away unlikely conﬁgurations, or develop a
model that can eﬃciently and correctly predict the system
temperature with a given V-F level setting.

8. CONCLUSION AND FUTURE WORK
In this paper, targeting CMPs with 3D-stacked DRAMs, we
explore the opportunities of achieving high eﬃciency in thermal reduction by controlling the power of cores and DRAMs
synergistically. Moreover, we also evaluate existing DTMs
that performs thermal control on cores or DRAMs only on
the target architecture. The experimental results show that,
compared to controlling cores and DRAMs only, synergistic control do achieve better eﬃciency in thermal reduction.
For the CPU-intensive workloads, utilizing the lowest V-F
setting for DRAMs is the best for thermal reduction since
they can achieve slight peak temperature reduction without
performance degradation. For memory-intensive workloads,
utilizing synergistic control on cores and DRAMs is a must.
In the future, based on the analysis results obtained from
this paper, we will design a runtime synergistic core and
DRAM DVFS control mechanism for CMPs with 3D-stacked
DRAMs.
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ABSTRACT
As mobile malware have increased in number and sophistication, it has become pertinent for users to have tools that
can inform them of potentially malicious applications. To
fulfill this need, we develop a cloud-based malware analysis service called ScanMe Mobile, for the Android platform.
The objective of this service is to provide users with detailed
information about Android Application Package (APK) files
before installing them on their devices. With ScanMe Mobile, users are able to upload APK files from their device SD
card, scan the APK in the malware detection system that
could be deployed in the cloud, compile a comprehensive report, and store or share the report by publishing it to the
website. ScanMe Mobile works by running the APK in a virtual sandbox to generate permission data, and analyzes the
result in the machine learning detection system. Through
our experimental results, we demonstrate that the proposed
system can effectively detect malware on the Android platform.

CCS Concepts
•Security and privacy → Malware and its mitigation;
Distributed systems security; •Computer systems
organization → Client-server architectures; Cloud comCopyright is held by the authors.
This work is based on an earlier work: RACS’15 Proceedings of the 2015 ACM Research in Adaptive and Convergent Systems, Copyright 2015 ACM 978-1-4503-3738-0.
http://dx.doi.org/10.1145/2811411.2811483.
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puting; •Information systems → Data analytics;

Keywords
Android Malware; Google Cloud Messaging; Machine Learning; Sandbox; Google App Engine.

1.

INTRODUCTION

Worldwide, as of first quarter 2015, Android is the most
popular smart mobile platform, controlling 78% of the market share [15]. Because of its popularity, it has piqued the
interest of cyber adversaries, who would launch malware attacks against the mobile devices. According to Fortinet,
the network security product corporation, 96.54% of all mobile malware infections were found on Android platformbased devices [12]. From November 2013 to October 2014,
Kaspersky Lab [16] found 295,539 new malicious applications. Of these applications, 12,100 were mobile banking
Trojans. In this period, four times as many attacks occurred on Android-based mobile devices compared with the
previous 12 months [7]. Furthermore, it was shown that 53%
of attacks on Android-based mobile devices were SMS Trojans, designed to steal money and personal information [7].
As Android-based mobile devices grow in popularity, so too
does the likelihood of malware being found within the hundreds of thousands of applications available on either official
or third party markets.
To deal with malware on mobile platforms, static analysis
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[28] was developed to carry out malware detection through
the process of viewing metadata and analyzing the decompiled source code of executables. Unfortunately, static analysis is limited by the capability of code analyzers [23]. For
example, Oberheide et al. [23] showed that the average time
required for a signature-based detection scheme to effectively
detect new threats is nearly fifty days. Even worse, cyber adversaries developed numerous obfuscation techniques
against static analysis. The security of mobile devices is also
challenged by resources limitations (e.g., energy, computing
capacity, etc.), while the detection of attacks generally requires real-time processing ability. Nonetheless, the mounting volume of data stored in mobile devices and the high
computational power requirement hinder the effectiveness of
threat analysis and detection in Android-based mobile devices. Therefore, as malware on mobile devices continue to
evolve, becoming more prominent in both official and unofficial markets, new tools and techniques must be developed
that combine efficiency with reliability in detecting and combatting these threats.
To fulfill this need, we make the following contributions in
this paper.
• First, we have developed a cloud-based malware analysis service, which we have termed ScanMe Mobile.
In this service, we have implemented a mobile cloudbased architecture to efficiently carry out real-time
threat detection. Utilizing Google Cloud Messaging
(GCM) service, data collected from mobile devices is
delivered to a remote detection center, which performs
threat monitoring and detection based on the collected
data. Our developed system is capable of carrying out
both static and dynamic analysis, and offers users a
pre-configured sandbox environment to test and analyze mobile applications before they install them on
their mobile devices. It is worth noting that a sandbox is defined as an environment, in which the actions
of a process can be restricted based on configured security policies [6]. To detect malicious APKs through
dynamic analysis, we have integrated Droidbox to analyze the runtime behavior of scanned applications,
and have implemented an Artificial Neural Network
(ANN)-based detection module in the system. In addition, we have discussed issues related to our developed
system.
• Second, using real-world malicious and benign APK
samples, we have performed experimental testing on
various Android mobile devices. Our evaluation data
quantifies the effectiveness of our developed system in
terms of detection accuracy and system overhead. The
experimental results demonstrate that the developed
system can effectively detect malware on the Androidbased mobile devices. For example, the preconfigured
sandbox environment can successfully capture the intents, including, SEND, CALL, PHONE NUMBER,
etc., in malware, which are known culprits in information theft through SMS messaging. Our designed
detection system for dynamic analysis has achieved a
detection rate at 85%. Regarding overhead, our developed service requires minimal resources to run on
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a mobile device. The service is also highly efficient,
taking less than one minute to complete a static and
dynamic analysis run.
The remainder of this paper is organized as follows: In Section 2, we introduce background and related work. In Section 3, we introduce the system design and implementation
in detail. In Section 4, we show the performance evaluation
of our developed system. We discuss possible extensions of
our work in Section 5. Finally, we conclude the paper in
Section 6.

2.

BACKGROUND AND RELATED WORK

We now provide the background and related work as they relate to the importance of mobile device security, and specific
countermeasures in both static and dynamic detection.
In the past few years, smart mobile devices (smartphones,
tablets, etc.) have gradually superseded the functions of traditional computers. With more and more sensitive and personal information handled by mobile platforms, cyber adversaries have shifted their focus to these vulnerable platforms
[25, 14, 24, 41, 3]. For example, an overview of mobile security was conducted to outline the differences and similarities
between traditional security issue on traditional personal
computer platforms and mobile platforms [2]. Mulliner et al.
[21] investigated the features of attacks against smart mobile devices on a large scale. By analyzing over a thousand
Android applications, Tu et al. [33] considered the potential
risks associated with user behavior in the loss and theft of
smart mobile devices. Similar to personal computers, malware attacks pose a legitimate threat to mobile users. Vidas
et al. [34] provides a quantitative assessment of 41,057 applications from 194 alternative Android application markets.
As the potential source for malware attacks, the adversary
could take a legitimate application and modify it to include
malicious code. By doing so, the compromised application
could be republished to another application market or download site [22].
There have been a number of research efforts investigating
malware detection on smart mobile devices [8, 30, 29, 40, 9,
10]. For example, Canfora et al. [8] proposed an Android
malware detection method based on a sequence of system
calls generated by mobile applications. Blasing et al. developed an Android Application Sandbox (AASandbox), which
is capable of carrying out the detection of Android malware.
Luke et al. [9] presented an automated method for extracting familial signatures for Android malware. Faruki et al.
[10] developed a scheme to detect malicious Android apps
by analyzing the generated signatures, and extracting statistically improbable features. Vidas et al. [35] demonstrated
the limitations of sandbox-based detection systems, and proposed additional techniques to thwart malware on Android
platform.
As the backbone of defense, detection mechanisms must be
predictive and adaptive, operating in real time, in order to
maintain a continued level of security [26]. Machine learning and statistical analysis techniques, have the potential
to discover unknown and unforeseen attacks, and have been
widely used for cyber security research and development [19,
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27, 1, 31, 17, 36, 20]. For example, Markel et al. [19] developed a machine learning-based detection scheme to learn
important patterns from metadata primarily contained in
the header of executable files. Yuan et al. [38] developed
a machine learning-based detection scheme, utilizing more
than 200 features extracted from both static analysis and
dynamic analysis of Android applications. Wenke [17] investigated a rule-based approach, utilizing machine learning
to conduct intrusion detection. Miao et al. [20] developed a
bilayer behavior abstraction scheme, based on the semantic
analysis of dynamic API (Application Program Interface)
sequences, to identify malware that consists of discriminant
and stable features.

3.

SYSTEM DESIGN AND IMPLEMENTATION

In this section, we first introduce the system architecture
and the design of ScanMe Mobile. We then describe the
implementations of the Android Client, Google Cloud Messaging (GCM), Application Sandbox (ASS), and the Google
App Engine database and web site.

3.1

System Architecture

As shown in Figure 1, our designed system consists of five
components: (i) Android client application, (ii) sandbox
server, (iv) detection module, (v) Google cloud messaging
service, and (vi) Google App Engine datastore and website.
The descriptions of individual components are listed as follows:
• Android Client Application: The Android client can
host an application, which recursively scans its Secure
Digital (SD) card for all Android Application Package
(APK) files. This application allows the user to select
one or more applications to upload to a sandbox server,
which can be deployed in the cloud. The application is
also responsible for registering the device to the Google
Cloud Messaging service and notifies the user when a
new message is received.
• Google Cloud Messaging Service (GCM): GCM is a
third party service that provides data transmission between the operation center and mobile devices. When
the application runs, the device will register for the
GCM service. Once it registers, the application sends
its registration ID to the Google App Engine Datastore and Website backend. Then, a new device entity
will be created within the datastore.
• Application Sandbox Server (ASS): In ASS, an Ubuntu
14.04 system, VM (virtual machine) will act as an application sandbox to analyze APK files. A script was
developed to automatically install and configure all the
necessary tools required for this environment. We have
used a plug and play solution, which allows users to install their own sandbox systems and begin analyzing
their APKs quickly.
• Detection Module: In ASS, we obtain the information
on the uploaded applications. Permissions required
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by the application will be transmitted to the detection module, which utilizes a machine learning-based
scheme to perform threat detection. Through the machine learning process, the trained module can be used
to determine whether uploaded applications are malware or benign applications.
• Google App Engine Datastore and Website (GAE):
Once the report is compiled, it is transmitted and
stored in the Google App Engine datastore. The datastore also stores the registration IDs and messages of
registered mobile devices. Google App Engine hosts
the web application’s frontend as well as the backend.
We used JSP technology and the Bootstrap framework
to develop our website.
We now introduce the workflow of our system. As shown in
Figure 1, the workflow consists of the following steps: (i) A
new application implemented in the Android platform first
needs to register the device to the GCM and retrieve its
registration ID. (ii) The identification information will be
stored and sent to GAE backend as a “Device” entity. (iii)
The user selects and uploads APKs to the sandbox server.
(iv) Permission information is sent to the machine learningbased detection module. The detection results will then be
sent back to the sandbox. (v) After obtaining the detection
data, the APK file will be analyzed and a report will be
sent to GAE. (vi) Once the report for a request is written to
the datastore, or when an error occurs, the backend sends
a message to the registered device, which the user receives
from the GCM. (vii) The last step for users is to navigate
to the GAE website. Users need to enter the identification
for the request and then view the results.

3.2

System Implementation

In this subsection, we describe the implementation of our
system in detail.

3.2.1

Android Application

Our Android application is designed to be user friendly. It
allows users to quickly select APKs to upload without having to navigate many menus and forms. Figure 2 shows
the layout of the design. When the application runs for the
first time, it will ask the user to register to the GCM service. Users have the option to register or continue using the
application. Our system is designed to allow users to upload and view their reports. Users who would rather view
their report online will have to register. If the user chooses
to register, the registration ID will be stored on the GAE
datastore. The registration ID is stored before it is saved to
the datastore. Therefore, if the datastore fails to create a
new device entity, the user will not be able to receive messages. To solve this problem, the user must clear the cache
and register again.
Our designed application only has permission to scan for
APK files on the SD card. If the APKs are stored in internal storage, it will fail to find them. By default, applications downloaded from Google Play Store are stored internally, while applications from third-party markets are not.
To scan the Google Play Store applications, the user has the
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Figure 1: ScanMe System Architecture
option of forcing the APKs to be downloaded to the SD card
directly. This option is located in the device settings. As
shown the interface layout, the user can choose to upload
one or more applications at a time. The system works best
when only one APK is uploaded because both static and
dynamic analysis can be carried out. The sandbox server is
configured to run only one Android Virtual Device (AVD)
at a time. In order to enable the analysis of multiple applications, users will have to turn off dynamic analysis within
the BASH startScan script, and only the static analysis will
be performed. In the system, a PHP script called fileUpload.php, running on ASS, is configured to communicate
with ScanMe’s Android Application to allow APKs, as well
as the device registration ID, to be uploaded. After the
script returns either a successful upload or a failed upload,
a message will be displayed to the user.

To establish a communication channel between the Android
client application and a GAE instance, all clients must register to the GCM service. The detailed description of the
client application, server, and GCM model can be found in
our prior investigation [37]. ScanMe Mobile utilizes Google
Cloud Endpoint technology to integrate mobile clients with
a Google App Engine backend. Endpoint clients can send
and receive messages, as well as have access to the backend
API (Application Programming Interface). When a register
request is made by the client application, the GCM responds
to it with a unique registration ID. At this point, the client
sends another request through the Endpoint API to the assigned GAE instance. This instance accepts the request and
stores the device’s unique ID in the datastore. The backend
can send a message to the client by calling the Endpoint
doSendViaGCM() method. When the message is received,
the client executes the onMessage() method and passes the
message to the MainActivity class through an intent. The
default configuration of the GCM broadcasts a message, sent
from the backend, to 10 other devices found in the datastore. If this functionality is disabled, and the message will
only be sent to devices that upload APKs.

3.2.3

Figure 2: ScanmeApp

3.2.2

Google Cloud Messaging (GCM)
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Application Sandbox (ASS)

ASS is responsible for the static and dynamic analysis of
APK files, the compilation and formatting of reports, and
report submittal to: http://1.scanmeandroid.appspot.com/
submitsample/ (GAE instance). A sandbox environment
gives the user more control without having the concern for
malware propagation. When dynamic analysis is enabled,
users can toggle the ability to dynamically analyze malware
without being connected to a network. Our developed script
will enable the networking service once the dynamic analysis has been configured. When the analysis is complete,
a compiled report can be published to the website. The
ScanMe Mobile service allows users to compile reports and
share them with the community by posting the results to
the website, powered by the Google App Engine.
By running our BASH script (i.e., InstallSandbox), the en-
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Figure 3: Users Directory
tire environment can be installed and configured automatically within 30 minutes. This allows any user with an
Ubuntu 14.04 VM to set up a safe running environment and
analyze malware. The script must be run with super user
privileges (sudo), and takes an argument of an existing account name. All non-system specific packages, directories,
and files will be written under the user’s home directory.
Figure 3 shows the architecture of the user directory. A list
of InstallSandbox configurations is given below.

• The creation of files and directory structure illustrated
in Figure 3.
• Apache2 configuration to allow web access to publish
html within user accounts.
• PHP5 configuration to allow max POST request of
40MB.
The execution within user directories is as follows:

The installation of packages is as follows:
• Apache2, PHP5, and MySql 5.6.
• Python libraries and Android Analysis tool dependencies.
• Various analysis tool dependencies.

• Change file and directory permissions to allow file uploads, and write permissions to allow scan-apk to read
and write to files within users’ directory.
• The configuration of MySql to run as an instance under
a specific user.

• OpenJDK 7, Android SDK, Android API 19, 18, 17
and 16 system images.

• Symbolic links are created under HOME/bin to allow
easy access to analysis tools.

• Git, Maven, G++, Expect, x86 system libraries for
Ubuntu 14.04, and the installation and configuration of
Android open source analysis tools (e.g., Apktool, Androguard, Droid−Box4.1.1, Jd−cmd, and Dex2Jar).

When the sandbox environment has been installed, an inotify BASH script must be run in the background. The
script waits for new files uploaded within the /home/public
html/uploads directory. After a new APK is uploaded, the
script executes the startScan BASH script. StartScan retrieves the device ID (written to identifiers.txt by fileUpload.php), generates the APK MD5 hash, retrieves the
APK file size and name, checks for native code, creates an
XML element for each value, and writes those values to a

The system configuration is as follows:
• Android SDK configuration and Android virtual device creation.
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report file. The name of the report contains the APK name,
MD5 hash, and a timestamp. The report is stored in the
/home/AppSandbox/reports directory. To keep track of uploaded files, the originating device, and the upload time and
date, StartScan creates an entry containing this information
within upload-history.txt.
After parsing the uploaded APK, static analysis will be
performed next. The uploaded APK will be stored in the
/home/AppSandbox/apks directory. Notice that StartScan
runs Androaxml, which is a utility within the Androguard
suite, to convert the binary AndroidManifest.xml file to a
human readable XML file. This file will be then parsed
by the manifestScript, which extracts all permissions found
within the manifest file and matches them with permissions
found in permissions.txt file, which lists 206 Android permissions along with their category.
Android permissions are divided into three categories: normal, dangerous, and signature/system. To be specific, normal permissions allow the application to use API calls, which
are not harmful to the device and the user. Permissions under the dangerous category have access to potentially harmful API calls. Signature and system permissions can cause
the most harm and have the most dangerous privileges. Notice that signature permissions are hard to obtain because
they require the certification by a manufacturer. They can
also be obtained if an application is signed and installed in
a special folder on the device [11]. In the static analysis, we
have implemented a script called ManifestScript, which separates detected permissions into those three categories, lists
all customized permissions, features, services, receivers and
activities, and writes all data to the APK’s report file. Upon
writing to the report file, the script returns to StartScan,
which converts the APK to a jar file and decompiles it into
java classes.
The classes.dex houses all of the Java code for the Android
application. To read the Java code within classes.dex, it
must first be converted to a jar file with dex2jar. The jar
file can then be decompiled into Java classes using jd-cmd.
A custom parsing script is used to retrieve all mentioned
websites, IP addresses, phone numbers, intents and email
addresses. At this time, Androapkinfo, which is an Androguard tool, is run to list all files not within the /res (resource) directory. This tool will generate several output
files, which can be analyzed at a later time to give more
insight into the behavior of APK files.
When static analysis concludes, if the user has dynamic analysis enabled within StartScan, an emulator will be started
with the DroidBox script startemu.sh. The StartScan then
waits around two minutes for the emulator to load. Once
it has loaded, droidbox.sh is run. This script starts droidbox.py, which pushes and installs the APK in the emulator.
After installation, DroidBox then runs the application for
two minutes, and all run-time events (file access, incoming
and outgoing network-related data, phone calls, SMS messages, etc.) are be logged. All results are recorded in JSON
format. A python script was developed to parse JSON so
that all data will be appended to the APK’s report.
After static and dynamic analysis are complete, StartScan
runs a Jar client, which sends a request to http://1-dot-
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scanmeandroid.appspot.com/submitsample. This client sends
the registration ID of the device, as well as the compiled report. Once received, the GAE server begins a datastore
transaction. If creating a new entity is successful, a message
is then composed and is transmitted using the GCM service
to the corresponding device.

3.2.4

Machine Learning-Based Detection Module

Figure 4: Workflow of Machine Learning-Based Detection
In the Sandbox, we obtain the information related to uploaded applications. The permission information will be
used for carrying out malware detection. To demonstrate
the effectiveness of our developed system, we have implemented an Artificial Neural Network (ANN)-based malware
detection module, which uses permissions to detect unknown
malware. The classifier learns the patterns of permissions
and conducts the detection. There are two processes in the
detection system: offline training and online detection. Particularly, in the offline training process, the ANN will learn
the anomaly behaviors of malware in terms of permission
requests. Then, the learned model will be further used to
carry out malware classification in the online detection process.
The workflow of the system is shown in Figure 4. In the offline training process, the first step is to retrieve the permissions from Android applications. For all Android applications, permissions are included in the Android-Manifest.xml
file, which we obtain from the Sandbox. Next, we collect
a set of files, in which each file consists of permissions requested by one application. Figure 6 illustrates an example
of permissions requested by an application. For the training process, we need to extract the data and map it to the
format required by the ANN. Because the ANN only accepts integers as input, efforts have been taken to map each
permission name to an integer number. In terms of values
for corresponding features, if a particular permission is requested, its feature value is 1. Otherwise, its feature value is
0. We then combine multiple files and generate the input for
the ANN. An example of the input is shown in Figure 5. In
this example, each row is one application and each column
is the value of the features. Here, 1 means that this permission is requested by the application, while 0 means that the
permission is not requested. At this point, we obtain the
input that is used for the offline training process. We use
the learned model in the Matlab neural network tool box to
perform the classification of unknown malware.
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it is inactive, only running while processing the data during
the registration, scanning the SD card for APKs, displaying
the APK selection interface, and handling GCM message
acceptance steps. The application requires a network connection to operate, and once APKs are uploaded, the user
can run other apps while waiting for the ScanMe app to
receive a message.

Figure 5: An Example of Input for ANN
In the online detection process, the workflow is similar to
the one described in the offline training process. To classify
an application, the first step is to obtain permissions and
map the permission to the format required by the ANN.
Then, we use the trained ANN to determine whether a new
application is either malware or benign application. The test
file has the same format as the training files, which consists
of the features of each application and the mapped values
of corresponding features. The online detection process will
generate the output file, which contains the classification
result. The result will be either +1 or -1. When the number
is positive, the ANN classifies it as a benign application,
and when the number is negative, the ANN classifies it as
malware.

3.2.5

Google App Engine Backend and Frontend

When a submitted request is made to the GAE backend at
http://1-dot-scanmeandroid.appspot.com/submitsample, the
backend checks whether the sample’s MD5 hash matches
another sample in the database. If it does, a message is
composed and transmitted to the user, notifying users how
to access the existing results. If it is a new request, a new
entity will be created through a transaction. When an error
occurs during the middle of a transaction, the entire transaction will be rolled back.
The GAE frontend website has been designed with the Bootstrap framework and JSP technology. The website is mobile
friendly and easy to navigate. When an APK sample has
been successfully stored in the datastore, a message will be
sent to the mobile device. The message contains the request
required by the GAE to locate the target sample. For now,
users can simply navigate to the website mentioned above
and enter their sample’s ID or MD5 hash value. Once the
APK sample is retrieved, a utility class parses the text object for the sample. Results will then be displayed in four
categories: APK information, Android manifest, retrieved
strings, and dynamic analysis.

4.

PERFORMANCE EVALUATION

In this section, we show the performance evaluation results
in terms of system overhead, Sandbox performance, and detection accuracy.

4.1

System Overhead

The ScanMe mobile application requires minimal resources
to run on a device. For most of the application’s lifetime,
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Regarding the performance of ASS, on a virtual machine
of only 2GB of RAM and one processor, static and dynamic
analysis require a significant number of system resources. To
avoid system crashes, users are limited to running dynamic
analysis on one APK at a time. Figure 7 shows the memory
and CPU usage during the static and dynamic analysis of
one application, while Figure 8 shows the memory and CPU
usage of static analysis only of 7 applications. As we can see
from both figures, during the dynamic analysis, the CPU
is highly occupied. In addition, during the static analysis,
the spikes of CPU usage are present. In addition, we have
carried out a load test to verify the number of requests,
which the analysis server can handle at one time. In this
test, only a static analysis was completed on the uploaded
APKs. Figure 7 displays the CPU and memory usage during
the load test. As we can see from the figure, on average,
it takes 6 or 7 minutes to complete a static and dynamic
analysis run. When dynamic analysis is turned off, it takes
less than 4 minutes to complete the analysis of 7 APKs at
once. To summarize, the system highly occupies CPU when
it performs the dynamic and the static analysis. Also, the
dynamic analysis takes much longer time than the static
analysis.

4.2

Performance of Sandbox

To validate the effectiveness of our system, 100 malware
samples and 100 benign applications were gathered from
Android Malware Genome Project1 . The goal is to obtain
the information from the applications and classify them into
either malware or benign applications. The results are illustrated in Tables 1 and 2. Table 1 makes note of all intents, activities, emails, IP addresses, and features found.
The intents SEND, CALL, PHONE NUMBER are typically
found in malware known for information theft through SMS
(Short Message Service) messaging. The intents associated
with packages are from malware that install additional packages from a remote server. Most of the activities listed
came from malicious applications that host various advertisements. The activities such as .PureGirls16 and .ShowAllPics are from a variation of the GoldDream malware. We
have also found that five applications contained email addresses, including jsp...@vpon.com (DroidLyzer) and 13773651@qq.com (XXShenqi:Valentine’s Day worm), both associated with malicious applications. Table 2 lists some services and websites found in the source code. Three malicious applications were wallpaper apps. MySendEmailService and MyMakeMessageService have been found within
Troogoogle.apk, a resource APK for the famous XXShenqi
Valentine’s Day worm.

4.3
1

Machine Learning-Based Detection

http://www.malgenomeproject.org
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Figure 6: An Example of Permissions of Android Application

,
Figure 7: Memory and CPU Usage of Static and
Dynamic Analysis

To validate the detection accuracy of our machine learningbased detection scheme, we have conducted experiments using 100 benign applications and 100 malwares selected from
the Android Malware Genome Project. We have obtained
the input from the Sandbox and then pass it into our detection module. We have used the Matlab Neural Network
Toolbox built into Matlab R2013a (8.1.0.604) to run the
machine learning-based algorithm.
With a larger training set, more information can be used
to train the ANN classifier, leading to a higher detection
accuracy. To this end, we define the training set ratio as the
ratio of the number of training samples to the total number
of samples. To measure the effectiveness of our detection
system, we define the detection rate as the probability of
correctly classifying the malware, which is referred to as the
ratio of the number of malware correctly detected to the
total number of malware samples. We also define the false
positive rate as the probability of falsely classifying benign
applications, which is referred to as the ratio of the number
of benign applications falsely detected to the total number
of benign applications.
Figure 9 illustrates the relationship between the detection
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Figure 8: Memory and CPU Usage of Static Analysis Only

rate and the training set ratio. As we can see from the
figure, the detection rate increases as the training set ratio
grows. For example, when the training set ratio is 60%,
the detection rate is 80%. When we increase the training
set ratio to 70%, the detection rate approaches almost 86%.
Figure 10 shows the relationship between the false positive
rate and the training set ratio. As we can see from the figure,
the false positive rate declines as the training set ratio grows.
For example, when the training set ratio is 60%, the false
positive rate is 12%. When we increase the training set ratio
to 70%, the false positive rate approaches almost 9%. As
expected, when using more training data, more knowledge
of malware can be obtained, leading to a higher detection
accuracy.

5.

EXTENSION

We now discuss potential extensions of our work, focusing on the following aspects: enhancing the capacity of the
system to handle a large number of simultaneous APK requests, applying data aggregation techniques to reduce the
amount of detection information transmitted through the
mobile networks, leveraging parallel computing-based techniques to handle the efficient processing of a large amount
of data collected from mobile devices, and techniques to en-
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Table 1: Scan Results
Intents
EMAIL, BCC, CC
CALL
DELETE
NEW OUTGOING CALL
PACKAGE ADDED
PACKAGE REMOVED
PHONE NUMBER
DAIL
PACKAGE REPLACED
USER PRESENT
CLOSE SYSTEM DIALOGS
INSERT
MEDIA MOUNTED

Activities
ShowAllPics
AdMobActivity
AdActivity
LoginActivity
GameAcitivity
OpenVpnSettings
Activation
Snake
VideoAdActivity
BrowserActivity
SmartWallActivity

Figure 9: Detection Rate versus Training Set Ratio

hance the resiliency of our developed detection system.

5.1

Enhancing Capacity to Handle APKs Requests

In the system implementation, the detection sandbox handles APKs from a single Android client. To deal with a
large number mobile devices, which could send requests for
examining APKs, the detection system should have the capability to process requests from users efficiently. When a
large number of requests from users are received, it is not
possible for a server to process all of them simultaneously.
In order to allow the system to efficiently process requests
from users without incurring undesirable cost, we need to
deploy multiple servers over the network.
With limited resources (bandwidth, power, etc.), limited
coverage range, and dynamic traffic geographically and temporarily, optimally deploying detection centers to meet design goals (e.g., maximizing the throughput of handling requests from users and ensuring usersâĂŹ quality of experience requirements) is critical. We now briefly illustrate how
to find the optimal number of servers based on the queuing analysis. With the consideration of one queue shared by
multiple servers, the system can be mapped to the M/M/c
queuing model, c is referred to as the number of servers in
the system. Also, we consider servers work independently
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Emails
137736513@qq.com
service@vpon.com
tutusw@163.com
olpureg@allianzsp.sk
IP Address
12.34.43.21
119.147.7.30
Features
software.live wallpaper
hardware.touchscreen

Figure 10: False Positive Rate versus Training Set
Ratio

and have the same capacity. In the standard M/M/c queuing model, when the arriving rate and the service rate are
given, the average expectation of the total number of requests in the queue can be derived [32]. With a given service
rate, the arriving rate of requests, and the average waiting
time duration from the time when the request is sent to the
time when the response to the request delivered to the user,
we can find an optimal number of server c to minimize the
overall system cost.

5.2

Data Aggregation Techniques to Reduce
the Amount of Data Transmitted over Mobile Networks

In the real-world deployment of the detection system, APK
examination requests can be from different mobile users,
who rely on installed software on mobile devices to collects
useful information. The collected data needs to be processed
and transmitted over mobile networks, which have limited
wireless network and computing resources. In order to reduce the performance overhead to the mobile network, we
can leverage data aggregation techniques [39, 18]. To be
specific, we can treat the detection data from each mobile
device over time as a data stream, and develop aggregation
techniques to consolidate the data stream from one mobile
device. In order to remove the redundant information, we
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Table 2: Scan Results
Services
MySendEmailService
MyMakeMessageService
.com.GoldDream.zj.zjService
WallpaperService
TapContextService
SystemPlus
.MainRun
YahwehOrNoWay.theword
OpenVpnService
SmsReceiver
.InstallService
SnakeService
AndroidMDKProvicer
liveWallpaper

http://cn.ad.adon.vpon.com/api/webviewAdReq
http://lebar.gicp.net/more.aspx?pid=9973
http://tw.ad.adon.vpon.com/api/webviewAdClick
http://wap.casee.cn/wlogo.gif
http://www.casee.cn
http://www.adwo.com
http://register.tapcontext.com/register/5
http://eula.ad-market.mobi/ProtocolGW/protocol/eula
http://www.ad-market.mobi/1.3/getads
http://www.startappexchange.com/1.3/getads
http://e.admob.com/clk
http://media.admob.com/
http://gamehall2.3g.qq.com/ghall/m/
http://www.facebook.com/actionfiguretherapy

can first perform the aggregation based on the semantics of
detection information. For example, by grouping the information, features associated with malicious activities can be
derived. These features can then be used to reduce the size
of detection information. Furthermore, as all messages are
stored in a plain text, data compression (gzip, etc.) can be
further used to reduce the size of data transmitted over the
mobile network. In addition, threats presented in a group of
mobile devices, which are close to each other, have similar
settings, or have a significant communication history, can be
further correlated. To this end, aggregation techniques can
be leverages to consociate the data collected from a group
of mobile devices, which may be compromised by similar
attacks.

5.3

Parallel Computing-based Techniques to
Efficiently Process Data and Extract Detection Knowledge

The threat monitoring and detection system deployed in a
network that consists of a large number of mobile devices
is characterized by a high volume of data streams collected
from mobile devices. The massive volume of data stored in
a database and a high computational power required will
hinder the effectiveness of threat analysis and detection. To
efficiently process data and extract detection knowledge, we
can leverage parallel computing-based techniques. To be
specific, we can implement parallel machine learning-based
schemes to deal with a large amount of threat monitoring
data [13]. To accurately and rapidly detect malware, we
can apply machine learning-based schemes to profile the dynamic characteristics of malware and benign applications.
Through the learning process, the computational task can
be distributed to multiple nodes to perform training and
classification process in parallel. In this way, the learning
process can be improved. The learned computational results from multiple machines can then be integrated into
one learned classifier, which can be further used to determine whether an application belongs to malware or benign
application.

5.4

System Resiliency to Handle Various Attacks
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Recall that our designed detection system consists of data
collector on mobile devices as sensors, mobile networks to
transmit collected data from mobile devices to the detection
center, and the detection center that carries out detection
based on received data. The detection decision from the
detection center will be feedback to users, who own mobile devices. Nonetheless, such a detection system could
be attacked by adversaries, who may launch various attacks
against the data collection and transmission process, detection decision making and delivery process, etc.
As an example, the adversary could compromise mobile devices and inject false data to the detection center in order to
manipulate detection results based on wrong states of the
system. False data can also be used to reduce the bandwidth utilization and deplete the constrained battery power
of mobile devices. The adversary may also launch attacks
against networks to disrupt the data transmission process
over mobile networks [4, 5] and against the detection center to steal or manipulate the detect information directly.
Therefore, to effectively resist attacks against the system,
we need to systematically characterize attacks and explore
vulnerabilities that can be targeted by adversaries, as well
as their objectives and capabilities. Based on the understanding of attacks, we can develop corresponding defensive
schemes. As an example, with the consideration of various
attacks in the system, defense in depth is one of the useful
defensive strategy to increase the security by raising the cost
of attacks. This system places multiple barriers between the
adversary and the protected system, the deeper an adversary
tries to go, the harder she/he can get in.

6.

CONCLUSION

In this study, we have designed and implemented the ScanMe
mobile service to address the security issue of mobile devices. Our developed system allows users to upload APK
files, conduct static and dynamic analysis in the sandbox,
and publish reports online. In addition to integrating existing analysis tools into the system, we have developed an
Android malware detection scheme utilizing machine learning tools. Our experimental data shows that the developed
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system is highly efficient and effective to detect malware on
the Android platform. We have also discussed various issues
related to the developed system.

7.
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